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Abstract

Optimization is an important tool in many science and engineering applica-
tions, ranging from machine learning to control, from signal processing to power
systems management, to name a few. The relevance of optimization in this wide
range of applications requires the design of algorithms that can overcome different
challenges. Indeed, depending on the application, optimization algorithms may
have access to limited computational power, or have hard constraints on the time
available for computations.
To address these challenges, optimization research in recent years has increasingly
relied on operator theory, with its powerful tools and results. Importantly, this
is allowed by the fact that optimization algorithms can be interpreted as the
recursive application of an operator, thus translating a minimization problem
into a fixed point problem.

The central theme of this thesis is therefore the intersection of optimization
and operator theory, and how we can leverage their interplay to solve different
challenges and design novel algorithms. We focus in particular on two broad areas
of research: stochastic optimization and online optimization.
Stochastic optimization groups all problems in which an algorithms is constrained
by the presence of randomness during its execution, e.g. because of additive noise
perturbing the computation. In this context, the thesis proposes two contribu-
tions. The first is the study of the alternating direction method of multipliers
(ADMM) applied to distributed optimization problems when the network is asyn-
chronous and peer-to-peer communications may randomly fail. The second con-
tribution is a framework for stochastic operator theory that allows us to analyze
the convergence of a large number of stochastic optimization algorithms in a uni-
fied way, with applications in e.g. machine learning. In this framework we derive
both mean and high probability convergence guarantees, the latter leveraging the
powerful formalism of sub-Weibull random variables.
In online optimization we are faced with the challenge of solving a problem whose
cost and constraints change over time, and thus the goal is to track a sequence of
optimizers. The first contribution we propose is a general prediction-correction
method, which abstracts many online algorithms and can be used to study their
convergence. The prediction-correction method is characterized by the fact that
past information is used to warm-start the solution of future problems, and we
propose a novel polynomial extrapolation-based strategy to do so. Secondly, in
the area of learning to optimize we propose a novel approach to accelerate online
algorithms for weakly convex problems. The method is based on the concept of
operator regression, which learns a faster algorithm from samples of the original
one.
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Finally, the thesis reports numerical results that showcase the practical applica-
tions of the theoretical contributions, and discusses the tvopt Python module
implemented for the purpose of prototyping and benchmarking optimization al-
gorithms.
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1
Introduction

Optimization is an ever-growing topic of research that provides fundamental tools

in several application contexts. Its usefulness has been proven in many areas of

science and engineering, ranging from machine learning [1] to control [2, 3], from

signal and image processing [4] to power management [5], just to name a few; see

also [6, 7, 8, 9].

The relevance of optimization in this wide range of applications requires the

design of algorithms to solve many classes of problems, and that can overcome

different challenges. Depending on the context, optimization algorithms may

need to satisfy constraints such as the limited computational power of distributed

systems, or the restricted time available for optimization with streaming sources

of data.

To address these and many other challenging scenarios, in recent years opti-

mization research has become increasingly reliant on operator theory, see e.g.

[8, 10, 11, 12]. The important observation that allows this is the fact that

optimization algorithms can be characterized as the recursive application of a

(non-expansive) operator in a Hilbert space. Therefore, the goal of finding one

minimizer of a given optimization problem can be translated into the goal of

finding a fixed point of an operator, which is any point that yields itself when we

apply the operator to it.

This link between optimization and operator theory gives access to powerful tools

to characterize the convergence of existing algorithms [11, 10, 13] and their be-

havior in challenging set-ups [14, 15, 16, A1], and it further inspires the design of

new ones, e.g. [17, 18, 19, A2].
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The central theme of this thesis is therefore the intersection of optimization

and operator theory, and how we can leverage their interplay to solve different

challenges and design novel algorithms. In particular, we focus on two broad

areas of research:

• stochastic optimization, that groups all problems in which an algorithm is

constrained by the presence of randomness during its execution, e.g. be-

cause of additive noise perturbing the computations; and

• online optimization, in which the task is to solve an optimization problem

that varies over short timescales, and to do so in a real-time fashion, e.g.

when the problem depends on data received from a streaming source.

Before discussing the thesis’ contributions, we propose some examples that mo-

tivated the lines of research on which it is based.

Example 1.1 (Inexact gradient descent). Consider the optimization problem

x∗ = arg minx∈Rn f(x), where f is strongly convex and smooth, which means

that we can solve it using a gradient descent method [20].

However, in many applications access to the exact gradient ∇f is not available

[21, 22, 23, 24, 25], and the algorithm must rely on an approximation ∇̂f . The

resulting inexact gradient method is then characterized by

x(k + 1) = x(k)− α∇̂f(x(k)), k ∈ N,

where e.g. ∇̂f could be built using only functional evaluations, in what are called

0-th order methods, or it could be computed only using a sub-set of the available

data, in stochastic methods (cf. Example 1.2) [26, 27, 28, 25].

The following example discusses in more detail the case of stochastic gradients

mentioned in Example 1.1 above.

Example 1.2 (Stochastic gradient). In supervised learning the goal is to learn

the function h : X → Y, where X and Y are two spaces [29]. To this aim we

exploit the training data {(xi,yi)}i∈[n], with xi ∈ X and yi ∈ Y, by finding an h

such that h(xi) = yi.
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Assuming that the training data are drawn from X × Y according to a joint

probability distribution D, then we would like to solve the following problem:

min
h:X→Y

ED [` (h(x),y)]

where ` : Y × Y → R is a loss function. Clearly, this problem is not well posed,

because in general we do not have access to the distribution D; however, we can

substitute it with an approximation, the empirical risk minimization problem

min
h:X→Y

1

n

n∑

i=1

` (h(xi),yi) =: f. (1.1)

If ` is differentiable, then we can solve (1.1) using the gradient method. But as n

grows larger, computing a full gradient of the empirical risk 1
n

∑n
i=1 ` (h(xi),yi)

becomes increasingly expensive. The usual approach then is to use stochastic

gradients [1], which are computed on a (randomly drawn) subset of the training

data only. In particular, let I ⊂ 1, . . . , n be a set of indices, |I| � n, then a

stochastic gradient is given as

∇̂f =
∑

i∈I
` (h(xi),yi) .

Example 1.3 (Asynchronous distributed optimization). Consider a multi-agent

system with N agents, where each agent has a local cost fi : Rn → R, and the

goal is to solve the problem

x∗ = arg min
xi∈Rn

N∑

i=1

fi(xi) s.t. xi = xj if i, j connected

by only allowing the agents to use peer-to-peer communications and the local

information they store. Many distributed optimization algorithms have been

proposed to solve this class of problems, ranging from gradient methods [30, 31]

to the alternating direction method of multipliers (ADMM) [7, 32, 33]; for an

overview see e.g. the surveys [34, 35].

These algorithms may acquire a stochastic flavor due of asynchrony, because the

agents process the information they store and the in-coming communications at
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different rates, or because of communication failures, that are unavoidable e.g.

when wireless channels are used [33, 15, 36, 37, 38, A1].

Example 1.4 (Federated learning). A growing topic of research is that of fed-

erated learning, which lies at the intersection of distributed/decentralized op-

timization and machine learning. The goal is to solve a learning problem that

depends on data stored locally by different agents. In particular, as in distributed

optimization (cf. Example 1.3) we want to solve the problem:

x∗ ∈ arg min
x∈RnN

N∑

i=1

fi(xi) (1.2a)

s.t. x1 = · · · = xN (1.2b)

where x∗ = x∗ ⊗ 1N , and x∗ ∈ arg minx∈Rn
∑N

i=1 fi(x). However, differently from

the more general distributed optimization, in federated learning we assume that

the multi-agent system has a star topology, with a central coordinator that can

communicate with all other nodes. The learning part of the name comes from

the fact that we usually consider costs of the form:

fi(x) =

mi∑

j=1

`ij(x) + ri(x)

where `ij is a loss function that depends on one of the mi data points stored by

agent i, and ri is a regularization function, e.g. (w/2) ‖x‖2 or w ‖x‖1.

Federated learning problems arise in many applications where it is not practical

or possible to collect the training data at a single location. This may occur for

example due to the high dimensionality of the datasets, or because of privacy

concerns, see e.g. the surveys [39, 40].

Example 1.5 (Online image processing). Assume we are given a stream of video

and that the goal is to process it in order to separate the foreground (which is

dynamic and rapidly changing) from the background (which is static or varying

much more slowly). Given a set of video frames, the background-foreground sepa-

ration can be achieved by solving an optimization problem with matrix unknowns;

this is inherently an online optimization problem, since of course the video data

change over time [41, 24, 42].
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In more detail, let Z(k) be a matrix collecting m frames of the video stream

collected up to time k ∈ N. Our goal is to find the matrices L,S such that

L+S = Z(k), withL being low-rank (for the background) and S being sparse (for

the foreground). Formally, we need to solve the following sequence of optimization

problems:

L∗(k),S∗(k) = arg min
L,S

1

2
‖L+ S −Z(k)‖2

F + λL ‖L‖∗ + λS ‖S‖1 , k ∈ N

where each new problem is posed when a new set of frames m has been col-

lected. Differently from static or batch optimization, in this online scenario the

limited inter-arrival time between new video data implies that each problem in

the sequence can only be solved approximately.

Example 1.6 (Model predictive control). A very popular control technique is

model predictive control (MPC), which has received widespread attention in the

literature, see e.g. [2]. The main idea in MPC is to choose the next control

input for a dynamical system by solving a constrained optimization problem.

Specifically, at each time k ∈ N the state of the system is used to pose a problem

whose unknowns are the future states and the control inputs over a finite horizon.

Once the problem is solved, the first of the computed control inputs is applied,

the state of the system changes, and a new problem is posed.

Usually in MPC it is assumed that each problem in the sequence can be solved

efficiently and to near-optimality. However, recent works have highlighted that

interpreting MPC as an online optimization problem gives access to a set of tools

that can significantly improve the performance during the input computation [43,

44, 45, 46, 47, 48], see also [49]. In particular, an approach that has proven fruitful

for MPC is that of prediction-correction [A3], which exploits the structure of the

problem to compute a warm-starting condition (a prediction) for the problem at

time k + 1 using the information available up to time k.

1.1 Contributions and literature review

In the following paragraphs we discuss the proposed contributions and their place

in the wider literature.
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1.1.1 Robust distributed optimization

Distributed optimization Distributed optimization is a research topic with a

decades long history, starting with the seminal works of Bertsekas and Tsitsiklis,

e.g. [50, 51], and which gained wide popularity at the beginning of the 21-st

century, see e.g. the survey [34]. Given a distributed system with N agents,

each equipped with computation and communication capabilities, distributed op-

timization problems can be generally formulated as [7, 35]:

x∗ ∈ arg min
xi∈Rn, i∈[N ]

N∑

i=1

fi(xi) (1.3a)

s.t. xi = xj if i, j connected (1.3b)

where fi : Rn → R, i = 1, . . . , N , are local costs. The main challenge in dis-

tributed optimization is that local costs cannot be shared among agents, which

are only allowed to communicate the results of local computations. This motivates

the use of consensus constraints such as (1.3b), which ensure that at optimality

the local states xi, i = 1, . . . , N , are in agreement and equal to the minimizer(s)

of
∑N

i=1 fi(xi).

The main approaches to solving (1.3) can be grouped on the one hand as

distributed sub-gradient and gradient methods, and on the other as methods

based on the alternating direction method of multipliers (ADMM) and other

Lagrangian methods.

Distributed (sub-)gradient algorithms Distributed sub-gradient algorithms

were initially discussed in the works by Nedić and Ozdaglar, e.g. [52, 53, 54, 55],

and see also the survey [56]. These methods combine a consensus step [57] with

the application of a local sub-gradient, but need to employ a diminishing step-size

in order to guarantee convergence, e.g. [56, Theorem 7]. This is true also when

the local costs are differentiable [58], which motivated the development of gradient

tracking algorithms. These methods employ two gradient evaluations (often also

two rounds of communication) at each iteration, in order to implement a dynamic

consensus [59] that tracks the gradient of the global cost
∑N

i=1 fi(xi) without the

need for a vanishing step-size. The first gradient tracking method to be proposed

was EXTRA [60], which was followed by many other [61, 62, 63, 64, 65], and for
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a background we refer to the surveys [56, 66, 30, 31, 67]. The gradient tracking

approach has been extended to second order (i.e. Newton-based) methods as

well, see e.g. [68, 69, 70, 71, 72, 73].

Lagrangian methods and ADMM The alternative to (sub-)gradient meth-

ods is that of Lagrangian-based algorithms, and in particular of the alternating

direction method of multipliers (ADMM), popularized by Boyd’s monograph [7].

ADMM can be derived and analyzed in two different ways: as an augmented

Lagrangian method [7] or as the dual of the Peaceman-Rachford splitting [13,

74]. In both interpretations, the algorithm is characterized by two parameters

which, differently from the step-size of (sub-)gradient methods, are not bounded

by properties of the problem (like the smoothness modulus).

The strength of ADMM is that it is well suited to the separable nature (in terms

of costs and locally stored information) of distributed problems, and starting

in the 2010s has been extensively studied in the context. Some representative

works on the Lagrangian-based ADMM are [7, 75, 76, 77, 32, 78, 79], some of

which also analyze the convergence rate. The operator theoretical interpretation

of ADMM has been relatively less studied in a distributed context, see e.g. [33,

13, A1]. Recently ADMM has also been applied to different classes of problems,

from composite [80, 81] to constrained [82] to non-convex [83].

Robust distributed optimization Besides being well suited to the separa-

ble distributed problems, ADMM has also promising robustness properties when

faced with the challenges that arise from an implementation over multi-agent

systems. One such important challenge is that of guaranteeing convergence on

asynchronous network, a likely scenario when it may be expensive (in terms of

computational overhead) to keep the agents on the same clock, and different for-

mulations of ADMM have all been proven to be robust to asynchrony, see e.g.

[36, 84, 77, 33, A1]. ADMM is also robust to communication failures [85, A1, 86]

and noisy communications [87].

The behavior of (sub-)gradient methods has also been studied in challenging

distributed scenarios, particularly in the presence of asynchronous operations, see

for example [88, 89, 90, 91, 92, 93, 38]; we also refer to the alternative approaches

of [94, 95]. However, in general gradient-based methods are not as versatile as
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ADMM when applied to asynchronous networks; indeed, their convergence can

be guaranteed only when diminishing step-sizes are employed, whereas the range

of stable parameters for the asynchronous ADMM coincides with the synchronous

one [A1].

Contribution 1 The first contribution we propose is the study of the alter-

nating direction method of multipliers (ADMM) for distributed optimization. In

particular, we propose a modified version that is robust both to asynchrony in the

agents’ operations, and to communication failures. We prove that the distributed

ADMM converges almost surely to a solution (even in this challenging scenario).

Moreover, under the further assumption of strong convexity, we prove that the

algorithm achieves locally linear convergence, and provide a way to compute its

convergence rate.

1.1.2 Stochastic operator theory for optimization

Operator theory for optimization As discussed at the beginning of this

chapter, operator theory is a powerful tool for optimization, both to analyze the

convergence of solution algorithms and to design novel ones. The synergy between

these two topics comes about thanks to the fact that optimization algorithms can

be interpreted as (non-expansive) operators, thus turning a minimization problem

into a fixed point problem. In particular, consider the problem minx∈H f(x), we

can write optimization algorithms to solve it (such as the gradient method) as

x(k + 1) = T (x(k)), k ∈ N,

where T : H → H with H a Hilbert space. Under specific properties of T :

H → H we can prove that this recursion converges to a fixed point x∗ = T (x∗),

which coincides with (or can be used to derive) a minimum of f . For a general

background on this approach we reference [8, 10, 13, 11, 12].

Different algorithms have been extensively studied through the lens of operator

theory, such as the (proximal) gradient method [96, 97, 98], the aforementioned

alternating direction method of multipliers (ADMM) [74, 99], and the proximal

point algorithm [100, 101, 102]. Their convergence properties hinge on the prop-

erties that we can show the corresponding T to possess, for example Lipschitz
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continuity, and which in turn depend on the properties of f , such as strong con-

vexity [13].

Stochastic operator theory In many applications, ranging from the afore-

mentioned distributed optimization [36, 33, 94, 38], to machine learning [22, 25],

to data-driven optimization [103, 104], algorithms may feature different sources of

stochasticity. Examples of stochastic algorithms include (i) first-order methods

with inexact gradient information1 or algorithms with inexact projections, and

(ii) randomized algorithms where only a subset of coordinates are updated at

each iteration [14, 105, 16, 25, 15, 106].

In the context of stochastic operator theory, randomness of type (i) can be mod-

eled as additive errors, resulting in the approximate recursion

x(k + 1) = T̂ (x(k)) = T (x(k)) + e(k), k ∈ N

where {e(k)}k∈N is a random process in H [14, 105]. Stochastic errors of this kind

are usually handled by either assuming that their norm vanishes asymptotically,

or by multiplying them by a vanishing parameter [16, 107, 14, 105]. While this

choice allows one to prove almost sure convergence to a fixed point, in many

practical applications the additive error is not (or cannot be made) vanishing.

Algorithms with random coordinate updates (cf. (ii)) arise particularly in dis-

tributed optimization as discussed above, see e.g. [50, 15, 33, 85, 38, A1]. If we

divide the distributed algorithm in n parts T (x) = (T1(x), . . . , Tn(x)), each one

depending on the information stored and processed locally by one agent, then the

goal is to analyze the convergence of stochastic recursions such as (throughout,

w.p. stands for “with probability”):

xi(k + 1) =




Ti(x(k)) w.p. pi

xi(k) w.p. 1− pi
, k ∈ N.

Contribution 2 We propose a unified stochastic operator framework that can

be used to analyze the convergence a broad class of optimization algorithms that

1Inexact gradients may have many different sources, such as zero-order methods, stochastic
gradient methods, feedback optimization, etc.
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are affected by stochasticity. In particular, we consider stochasticity that arises

from the presence of additive error and random coordinate updates. An impor-

tant feature of the framework is that it models these sources of stochasticity as

sub-Weibull random variables, which are a class of random variables whose tail

probabilities are parameterized. In this framework we are able to derive conver-

gence results both in mean and in high probability, where given a confidence level

we are able to provide a bound that holds with this confidence.

1.1.3 Prediction-correction for online optimization

Online optimization Technological advances of recent years have motivated

the interest for online optimization (also called time-varying optimization) and

algorithms that can solve this class of problems. In general, online problems are

characterized by the fact that the cost (and constraints, if any) change over time,

and so the goal becomes that of tracking a sequence of optimizers, rather than

that of reaching a single optimizer as in batch or static optimization. Examples

of problems that fall within this category arise in control of dynamical systems

[108, 46, 109, 48], signal and image processing [110, 111, 112, 113], management

of power systems [114, 115, 116], machine learning with streaming data [117, 24,

118], etc.; see [49, 42] for a survey.

Formally, we are interested in solving the class of continuously varying problems

x∗(t) ∈ arg min
x∈H

f(x; t)

where t ∈ R+ is the time index. As mentioned above, the goal in online opti-

mization is to track the solution trajectory {x(t)}t∈R+ , which in general can only

be achieved within a certain precision, due to the dynamical nature of the prob-

lem. There are two approaches to the design of algorithms to solve this problem:

in continuous time and in discrete time. Continuous-time algorithms have been

studied e.g. in [119, 120, 121, 122, 123, 124], where dynamical systems theory

and control theory can be leveraged for convergence analysis.

The alternative to the continuous time approach is to see the online problem as
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a sequence of static ones, specifically:

x∗(k) ∈ arg min
x∈H

fk(x), k ∈ N

which can be interpreted as a sequence of samples from a continuous problem.

Moreover, in many applications (such as those that depend on streams of data)

the continuous time model may not be accurate, since new problems may be

received intermittently by construction. Examples of online algorithms studied

in a discrete time setting are [125, 117, 24, 126, 127], and in the following we will

focus on this scenario only.

Prediction-correction A näıve approach to online optimization would be to

treat each problem in the sequence as independent, and apply a solution algorithm

to each of them in turn. However, given that there is a finite (often short) time

between the arrival of two consecutive problems, the resulting online algorithm

may have poor performance in terms of how close it tracks the solution. Under

the assumption that consecutive problems are similar, it is possible to design

better performing algorithms, in particular using past computations as a basis

for future ones. In the simplest application of this principle, the idea is to use

the output of the solver at time k as a warm-starting condition for the solver at

time k + 1; this design is used almost universally in the literature, see e.g. [117,

49, 42].

A more elaborate approach is that of prediction-correction, see e.g. [128, 129,

125, 130, 131], which has roots in non-stationary optimization [132], parametric

programming [133, 134, 128, 129, 135, 136], and continuation methods in numer-

ical mathematics [137]. The main idea is to exploit the knowledge of past cost

functions (up to time k) in order to compute a prediction of the optimizer at

time k + 1, which is then used as a warm-starting condition for the solver when

the problem of k + 1 is observed. A widely used prediction strategy is based on

a Taylor expansion of the cost both in time and in the unknowns, see e.g. [125,

120], and the simplified version [138].

Besides the continuous- and discrete-time approaches, it is possible to trace a

further division in the online optimization literature, in terms of when the decision

applied at time k + 1 is computed. Seeing the sequence of outputs of the online
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algorithm as a sequence of decisions that affect the environment, we have two

scenarios: the output computed at time k is the decision applied at time k, or

the one applied at time k + 1. The former is usually employed in control, power

and signal processing applications [42, 49], while the latter in online learning

applications [117], where the interaction between decision-maker and environment

can be seen as adversarial. We remark that the online learning framework can be

interpreted as a particular example of prediction (without correction).

Contribution 3 Generalizing previous works, we propose a prediction-correction

framework to unify several online optimization algorithms and analyze their con-

vergence using operator theoretical tools. We also discuss a novel prediction

strategy based on polynomial extrapolation, and compare it with previous Taylor

expansion-based strategies. We give both agnostic convergence results, that do

not depend on the particular prediction strategy, and convergence results tailored

to the specific prediction used.

1.1.4 Accelerating (online) optimization

The convergence of optimization algorithms depends on the properties of the

problem that they are applied to, with in general linear convergence for strongly

convex problems, and sub-linear for convex or non-convex ones. In the online

scenario this impacts also the asymptotic tracking error, with “better behaved”

problems achieving lower errors. One approach to improving the performance of

these algorithms (and static ones as well) is to apply regularization, e.g. Tikhonov

regularization, so that the properties of the problem improve.

An alternative approach is given by learning to optimize methods, which integrate

a learning component with an optimization algorithm in order to achieve better

performance. The topic is receiving increasing attention, see for example [139,

140, 141, 142, 143, 144, 127, 145, 146], with a particular strand being devoted

to the design of (well behaved) convex loss functions [147, 148]. Related to the

learning of convex costs is the topic of convex regression, see e.g. [149, 150, 151,

152], which was recently generalized to smooth strongly convex functions [153]

based on [154].
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Contribution 4 We propose a novel approach in the context of learning to

optimize, in particular with the goal of accelerating online algorithms and im-

proving their tracking error. The method, called OpReg-Boost, is based on the

new concept of operator regression, which learns a better performing algorithm

from samples of the original one. The operator regression is a quadratically con-

strained quadratic program (QCQP), which, with general-purpose solvers, may

be computationally expensive to solve. Therefore, we also propose a tailored

QCQP solver, based on a splitting method from operator theory.

1.2 Main findings

In the following we summarize the main findings that can be deduced from the

research at the basis of this thesis.

1. As discussed above, the main topic of this thesis is the design and study

of optimization algorithms through the lens of operator theory. Therefore,

the overarching message that the thesis aims to send is that operator theory

is indeed a useful tool in optimization. Overall, operator theory can be

used to derive elegant, unified convergence results for well known methods,

and also inspires novel algorithms. An important side effect is that the

frameworks proposed for stochastic optimization and online optimization

are intrinsically modular, with the operator serving as a suitable abstraction

to a wide variety of methods.

2. The power of operator theory is also evident when dealing with optimization

algorithms applied in stochastic scenarios, where stochasticity models chal-

lenges such as inexact algorithmic steps, or asynchrony and communication

failures in distributed systems. Indeed, drawing together operator theory

and probability theory allows us to characterize the convergence behavior

of stochastic or randomized methods with a unified perspective.

3. Turning to time-varying optimization, one of the goal of this thesis is to

show how prediction can be leveraged to improve the performance of online

algorithms. The main finding is that using past information to warm-start

the solution of future problems does indeed lead to a closer tracking of
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the optimal trajectory. Moreover, different prediction strategies can be

applied, requiring different assumptions, and leading to varying performance

improvements.

4. As mentioned in the previous point, prediction methods can improve the

tracking of an online optimization solution(s), but cannot lead to a zero

tracking error. This is true in general for the wider class of all online

optimization algorithms and, while it can be seen as a drawback, this thesis

has the goal to show this fact as an advantage instead. Indeed, the fact that

non-zero tracking cannot be achieved suggests that regularization methods

can be applied to improve the performance (in terms of convergence rate

and/or tracking error), even though they perturb the solution.

To summarize, the message of this thesis is that an operator theoretical per-

spective on optimization is a useful tool and leads to interesting results. However,

we need to mention the following caveat: the unified analysis of optimization algo-

rithms under the guise of operator theory in general does not lead to the tightest

results (e.g. in terms of convergence rate). In order to derive tight results it

may be necessary to analyze the algorithms separately, and depending on the

particular problem that they are applied on.

We conclude this chapter with an overview of the whole thesis.

1.3 Thesis organization

In the following we briefly introduce the content of each chapter, discussing in

particular which problem is studied in each chapter and the algorithms that are

developed. This brief identikit is accompanied by a reference to the author’s

publications that underlie the chapter’s content or are related to it.

Part I

• Chapter 1.

• Chapter 2 reviews important notions and fundamental results on operator

theory, and their application to solve optimization problems; the chapter
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also introduces the concept of sub-Weibull random variables, useful in the

development of the stochastic operator framework in chapter 4.

Part II

• Chapter 3 focuses on the solution of convex, distributed optimization prob-

lems using the alternating direction method of multipliers (ADMM). In

particular, we are interested in studying its convergence in the presence of

asynchronous agents’ operations and random communication failures. The

chapter is mainly based on [A1] and the conference versions [A4, A5]. Re-

lated works are [A6], an application of ADMM to distributed control; and

[A7], which applies the linear convergence tools of [A1] to a different ADMM

formulation.

• Chapters 4 and 5 have the goal of proposing a unified stochastic operator

framework for the analysis of optimization algorithms in the presence of

additive errors and random coordinate updates. The framework is charac-

terized by the use of sub-Weibull random variables to model the different

sources of stochasticity, which allows for the derivation of convergence re-

sults in high probability. The main results included in the chapters are from

[A8]. The related work [A9] draws on these results to discuss an application

in the context of networked control systems. The chapter is motivated by

[A1] and [A10], both of which analyze distributed optimization algorithms

in a stochastic scenario.

• Chapter 6 reports numerical results (i) for the robust ADMM studied in

chapter 3, taken from [A1], (ii) and the results of simulations performed on

a federated learning problem with sub-Weibull additive errors, implemented

using tvopt [A11].

Part III

• Chapters 7 and 8 discuss and extend the prediction-correction approach for

online optimization, analyzing its convergence with very general assump-

tions, which allows to particularize the results for a broad class of online

algorithms. The chapters also propose a novel prediction strategy, based
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on polynomial extrapolation, and compare its performance with the Taylor

expansion-based one. The prediction-correction framework is formalized in

[A3], drawing from the previous works [A12, A13, A14]. The results of [A3]

are then used in [A15] to discuss online, distributed optimization.

• Chapter 9 proposes a novel method for accelerating online algorithms that

are applied to possibly weakly convex problems. The method, named

OpReg-Boost, is based on the idea of operator regression, which aims at

computing an accelerated algorithm from samples of the original one. Part

of the contribution is a tailored and very efficient solver for operator regres-

sion. The chapter draws entirely from [A2].

• Chapter 10 presents (i) numerical results that compare the performance of

different prediction strategies in terms of the tracking error they achieve

(the simulations are implemented in tvopt [A11]), and (ii) results that

showcase the performance of OpReg-Boost as compared to non-accelerated

methods on both a linear regression problem and a (weakly convex) phase

retrieval problem (the simulations are implemented using the Python mod-

ule reg4opt [Code1]).

Appendices

• Appendix A discusses some details of the tvopt Python software developed

in order to perform simulations and benchmarking of online optimization

algorithms; the appendix draws on [A11].

• Appendix B reports the proofs for the results presented in chapter 3 and

chapters 4 and 5.

• Appendix C reports the proofs for the results presented in chapters 7 and 8

and chapter 9.

We conclude this overview of the thesis with Figures 1.1 and 1.2. The former

depicts the interdependence of the thesis’ chapters, and shows in what order the

chapters can be read; the latter depicts the main topics discussed in the thesis

and their intersections, referencing the papers that discuss them.
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Chapter 1

Chapter 2

Part I

Chapter 3 Chapter 4

Chapter 5

Chapter 6

Part II

Chapter 7

Chapter 8

Chapter 9

Chapter 10

Part III

Figure 1.1: Interdependence of the thesis’ chapters; note that the connection between
chapters 3 and 4 indicates that the former motivates the latter.
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[A10]

[A2]

[A3, A12, A13, A14]
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ADMM

Prediction-
correction

Figure 1.2: Venn diagram of the main topics in the thesis, with reference to the papers
that discuss them.
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2
Background

The present chapter will review useful background on operator theory, on the

application of operator theory to optimization, and on the sub-Weibull formalism

for random variables.

Notation We denote by H (or, alternatively, X) a (possibly infinite-dimensional)

real Hilbert space, equipped with the inner product 〈·, ·〉 and the induced norm

‖·‖. We denote with boldface (lower case) letters vectors that belong to H, e.g.

x ∈ H. Operators are denoted by calligraphic letters, e.g. T : H → H, and I
denotes the identity operator for H. We denote by N and R the set of natural and

real numbers, respectively. In finite dimensional spaces we denote matrices by

boldface upper case letters, e.g. A ∈ Rn×m; moreover, we denote the vector of all

ones by 1n ∈ Rn, the vector/matrix of all zeros by 0n×m, and the identity matrix

as In. We denote the diameter of a subset D ⊂ H by diam(D) = supx,y∈D ‖x− y‖.
In finite dimensional spaces T : H → H is more properly called a mapping

instead of operator. However, it is usual in the optimization literature to still call

T an operator (see e.g. [15, 74]), and we stick to this convention throughout the

thesis.

We denote by Fµ,L (H) the class of (extended-value) functions f : H → R ∪
{+∞} that are µ-strongly convex and L-smooth. We recall that a function is µ-

strongly convex iff f−(µ/2) ‖·‖2 is convex, and that it is L-smooth if (L/2) ‖·‖2−f
is concave. The condition number of a function in Fµ,L (H) is denoted by κ :=

L/µ. With some abuse of notation, F0,∞ (H) denotes the class of convex, closed,

and proper functions (which may be non-smooth).
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Given a function f ∈ F0,∞ (H), we denote its sub-differential as ∂f : Rn ⇒ Rn

such that x 7→ {z ∈ H | ∀y ∈ H : 〈y − x, z〉+ f(x) ≤ f(y)}, and we denote

by ∇̃f(x) ∈ ∂f(x) the subgradients. We denote the convex conjugate of f as

f • : H→ R ∪ {+∞} defined by w 7→ supx∈H〈w,x〉 − f(x).

Given an integer n ∈ N, we denote the set [n] := {1, . . . , n}.

2.1 Operator theory

In this section we review background concepts and results in operator theory

which will be useful throughout the thesis; for more details we refer to [11, 10].

Definition 2.1 (Non-expansive, contractive). The operator T : H → H is ζ-

Lipschitz continuous, ζ ≥ 0, if

‖T (x)− T (y)‖ ≤ ζ ‖x− y‖ , ∀x,y ∈ H.

If ζ ∈ [0, 1] we say that T is non-expansive, and if ζ ∈ [0, 1) we say that T is

contractive.

Definition 2.2 (Averaged). The operator T : H→ H is α-averaged, α ∈ (0, 1), if

there exists an operator R : H→ H such that T = (1−α)I +αR. Equivalently,

T is α-averaged if for all x,y ∈ H:

‖T (x)− T (y)‖2 ≤ ‖x− y‖2 − 1− α
α
‖(I − T )(x)− (I − T )(y)‖2 .

In the literature, a 1/2-averaged operator is called firmly non-expansive [11,

Remark 4.37].

Example 2.1 (Affine operators). The properties defined above have an interest-

ing interpretation when applied to affine operators in finite-dimensional spaces.

Let H = Rn and define T (x) = Ax + b, then [155, 156]: (i) T is non-expansive

iff the eigenvalues of A lie on the unitary disk of the complex plane, (ii) T is

ζ-contractive iff the eigenvalues of A lie on the disk of radius ζ centered at the

origin, and (iii) T is α-averaged iff the eigenvalues of A lie on the disk of cen-

ter (1 − α, 0) and radius α, and with 1 being simple. Figure 2.1 depicts these

properties.
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(a) Non-expansive.

1

i

ζ

(b) ζ-contractive.

1

i

1− α

α

(c) α-averaged.

Figure 2.1: Operator properties for affine operators in Rn, depicted in terms of where
the eigenvalues of the operator lie.

Definition 2.3 (Monotone, strongly monotone). The operator T : H → H is

monotone if

〈T (x)− T (y),x− y〉 ≥ 0, x,y ∈ H.

The operator T is β-strongly monotone, β > 0, if

〈T (x)− T (y),x− y〉 ≥ β ‖x− y‖2 , x,y ∈ H.

Example 2.2. The sub-differential of a function f ∈ F0,∞ (H) is monotone [11,

Example 20.3]. If f ∈ Fµ,∞ (H), µ > 0, then ∂f is µ-strongly monotone [11,

Example 22.4].

Remark 2.1 (Quasi-contractive and quasi-averaged). In the rest of the thesis we

will often employ instead the weaker notions of quasi-non-expansiveness, quasi-

contractiveness and quasi-averagedness. They are defined as the respective prop-

erty, in the sense that they require the same inequalities to hold, but evaluated

in x ∈ H and y ∈ fix(T ). For example, T : H→ H is quasi-non-expansive if

‖T (x)− T (y)‖ ≤ ‖x− y‖ , ∀x ∈ H,y ∈ fix(T ).

Lemma 2.1 (Composition of operators). Let T1, T2 : H → H be operators, we

define the composition of T1 and T2 as the operator T1 ◦ T2 : H → H : x 7→
T1(T2(x)). The composition verifies the following properties:

• if T1 and T2 are, respectively, ζ1- and ζ2-Lipschitz continuous, then T1◦T2 is

Lipschitz continuous with constant ζ = ζ1ζ2. Thus T1 ◦ T2 is non-expansive
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if T1 and T2 are non-expansive, and contractive if at least one of them is

also contractive [157, Lemma 4.11];

• if T1 and T2 are, respectively, α1- and α2-averaged, then T1◦T2 is α-averaged

with [11, Proposition 4.44]

α =
α1 + α2 − 2α1α2

1− α1α2

.

2.1.1 Fixed points

An important problem in operator theory is to find the fixed point(s) of a given

operator, since, as we will see in section 2.2, it has application in optimization.

Definition 2.4 (Fixed point, set). Let T : H → H be an operator, the point

x∗ ∈ H is a fixed point of T if x∗ = T (x∗), and we denote the fixed set as

fix(T ) = {x ∈ H | x = T (x)}.
We discuss now the properties of fixed point sets of non-expansive operators.

Lemma 2.2 (Fixed set properties). Let T : H→ H be a non-expansive operator,

then fix(T ) is closed and convex [11, Corollary 4.24].

Lemma 2.2 does not guarantee that fix(T ) is non-empty – indeed, it can be

empty, as in the case of a translation. The following result shows that restricting

the domain ensures existence of at least a fixed point.

Lemma 2.3 (Browder’s theorem). Let D ⊂ H be a non-empty bounded closed

convex subset, and let T : D → D be non-expansive, then fix(T ) 6= ∅ [11, Theo-

rem 4.29].

Lemma 2.4 (Banach-Picard). Let T : H → H be a ζ-contractive operator, then

fix(T ) is a singleton {x∗} [11, Theorem 1.50]. The unique fixed point is the limit

of the sequence generated by:

x(k + 1) = T (x(k)), k ∈ N,

that is

‖x(k)− x∗‖ ≤ ζk ‖x(0)− x∗‖ , k ∈ N,

which implies x(k)→ x∗ as k →∞.
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If we want to compute a fixed point of the non-expansive operator T , the

following results can be used.

Lemma 2.5 (Operator relaxation). Let T : H→ H be a non-expansive operator

with fix(T ) 6= ∅. Then for any α ∈ (0, 1) we have fix ((1− α)I + αT ) = fix(T ).

Proof. Proof ⊆ Let x∗ ∈ fix(T ), by definition x∗ = T (x∗), therefore given α ∈
(0, 1) we have (1− α)x∗ + αT (x∗) = x∗ − αx∗ + αx∗ = x∗.

Proof ⊇ Let x∗ ∈ fix((1−α)I+αT ) for α ∈ (0, 1), by definition x∗ = (1−α)x∗+

αT (x∗), and rearranging we get αx∗ = αT (x∗) which implies x∗ ∈ fix(T ). �

Lemma 2.6 (Krasnosel’skĭı-Mann). Let D ⊂ H be a non-empty closed convex

subset, and let T : D → D be a non-expansive operator with fix(T ) 6= ∅. Let

α ∈ (0, 1), then the sequence generated by the Krasnosel’skĭı-Mann iteration

x(k + 1) = (1− α)x(k) + αT (x(k)), k ∈ N,

verifies [13]

‖(I − T )x(k)‖ ≤ 1√
k + 1

√
α

1− α ‖x(0)− x∗‖

which implies that (I − T )(x(k))→ 0 [11, Theorem 5.15].

Remark 2.2. The Krasnosel’skĭı-Mann iteration corresponds to the Banach-Picard

applied to the α-averaged operator (1−α)I+αT . In the following, then, we will

only study the Banach-Picard under the assumption of either contractiveness or

averagedness.

Remark 2.3. Contractiveness guarantees that ‖x(k)− x∗‖ → 0 as k →∞, while

averagedness is a weaker property that guarantees convergence in terms of the

fixed point residual (FPR) ‖(I − T )(x(k))‖ = ‖x(k)− x(k + 1)‖ → 0 as k →∞.

Moreover, the convergence for the contractive case is linear (it is bounded by ζk),

while in the averaged case it is only sub-linear (it is bounded by 1/
√
k + 1).
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2.2 Operator theory and convex optimization

Let f ∈ F0,∞ (X), the goal of this section is to provide an operator theoretical

perspective on the solution of the convex optimization problem

x∗ ∈ arg min
x∈X

f(x). (2.1)

We start by introducing the following definitions.

Definition 2.5 (Proximal, reflective operators). Let f ∈ F0,∞ (X), for any ρ > 0

we define the proximal operator proxρf : X→ X of f as:

proxρf (x) = arg min
y∈X

{
f(y) +

1

2ρ
‖y − x‖2

}
.

We also define the reflective operator of f as reflρf = 2 proxρf −I.

Lemma 2.7. Let f ∈ F0,∞ (X), then proxρf , ρ > 0, is 1/2-averaged [11, Propo-

sition 12.28], and reflρf is non-expansive [11, Corollary 23.11].

With the definition of proximal in place, we can state the following result.

Lemma 2.8 (Fermat’s rule). Let f ∈ F0,∞ (X), then [11, Proposition 27.1]

x∗ ∈ arg min f ⇔ 0 ∈ ∂f(x∗) ⇔ x∗ = proxρf (x
∗).

In other words, the minimizers of a convex function coincide with the fixed points

of its proximal operator, as well as with the zeros of its sub-differential.

Fermat’s rule then provides a bridge between convex optimization and oper-

ator theory, by relating minimizers to fixed points. Figure 2.2 gives a pictorial

representation of this fact for a simple cost when X = R.

As we will see in the remainder of the section, we can abstract from this result

the idea that solving convex optimization problems with an operator theoretical

approach means finding an operator ( e.g. the proximal operator) whose fixed

points are (or yield with simple manipulations) the solutions of the problem.

As suggested by Fermat’s rule, the following operators can be used to solve (2.1).
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Figure 2.2: A depiction of Fermat’s rule.

We also know by Lemma 2.7 that the proximal is averaged, which means that

Lemma 2.6 applies and we can solve (2.1) by applying x(k + 1) = proxρf (x(k)),

k ∈ N, since {x(k)}k∈N converges to the minimizer x∗.

Example 2.3 (Proximal point algorithm). Let f ∈ F0,∞ (X) and choose any

penalty parameter ρ > 0, then the proximal point algorithm (PPA) (or backward

method) [100]

x(k + 1) = proxρf (x(k)), k ∈ N

solves (2.1), since the fixed points of T = proxρf coincide with the minimizers of

f . Under the assumption that f ∈ F0,∞ (X), T is 1/2-averaged (cf. Lemma 2.7);

if f ∈ Fµ,∞ (X), µ > 0, then proxρf is 1/(1 + ρµ)-contractive [158, Proposition 3].

Example 2.4 (Gradient method). Let f ∈ F0,L (X), L <∞, in (2.1), that is f is

(Gâteaux) differentiable with L-Lipschitz continuous gradient. Choose a step-size
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ρ < 2/L, then the gradient method (or forward method)

x(k + 1) = x(k)− ρ∇f(x(k)), k ∈ N

solves (2.1), since the fixed points of T = I−ρ∇f(·) coincide with the minimizers

of f [11, Corollary 28.9]. Under the assumption f ∈ F0,L (X), L <∞, the gradient

operator T is (ρL/2)-averaged [11, Proposition 4.39]; if f ∈ Fµ,L (X), 0 < µ ≤ L <

∞, then the gradient operator is ζ-contractive with ζ = max{|1− ρµ|, |1− ρL|}
[97].

2.2.1 Splitting methods

The PPA method of Example 2.3 requires that we be able to compute the proximal

of f in an efficient way1, and the gradient method of Example 2.4 requires that

f be (Gâteaux) differentiable. These assumptions may not be verified in some

cases, for example when we are interested in the class of composite problems:

x∗ ∈ arg min
x∈X

f(x) + g(x) (2.2)

with f ∈ F0,L (X) and g ∈ F0,∞ (X). Indeed, in general we do not have an

efficient (closed-form) expression for proxρ(f+g), so PPA is not applicable, and

since g ∈ F0,∞ (X) then it may be non-smooth and the gradient method cannot

be applied2.

For the class of composite problems we introduce the so-called splitting methods,

which exploit the separable structure of the cost function to design an efficient

algorithm.

Example 2.5 (Forward-backward splitting). Let f ∈ F0,L (X) and g ∈ F0,∞ (X),

and choose the step-size ρ < 2/L, then the forward-backward splitting (FBS) (or

proximal gradient method)

x(k + 1) = proxρg (x(k)− ρ∇f(x(k)))

1In the literature, functions whose proximal operator can be computed in closed-form or
with an efficient procedure are often called proximal-friendly.

2The sub-gradient method can be applied – provided that we can compute the sub-gradients
of both f and g – but in general has poor convergence properties [20] and requires a diminishing
step-size, e.g. ρ(k) = 1/(k + 1).
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solves (2.2), since the fixed points of T = proxρg ◦(I − ρ∇f(·)) coincide with the

minimizers of f + g [11, Corollary 28.9]. The FBS operator is the composition of

averaged operators and so is in turn averaged (cf. Lemma 2.1). Under the further

assumption that f ∈ Fµ,L (X), then the FBS operator is the composition of a

contraction and a (firmly) non-expansive operator, and so is itself a contraction.

Example 2.6 (Peaceman-Rachford splitting). Let f, g ∈ F0,∞ (X), and choose

any penalty parameter ρ > 0 and relaxation constant α ∈ (0, 1], then the (relaxed)

Peaceman-Rachford splitting (PRS)

z(k + 1) = (1− α)z(k) + α reflρg (reflρf (z(k))) , k ∈ N

solves (2.2). In particular, the fixed points of T = reflρg ◦ reflρf yield the mini-

mizers of f + g through proxρf , that is [11, Theorem 26.11]:

x∗ = proxρf (z
∗) ∈ arg min f + g, ∀z∗ ∈ fix(T ).

In general, the Peaceman-Rachford operator reflρg ◦ reflρf is non-expansive and

not averaged [11, 13], so in this case a relaxation with 0 < α < 1 is required,

which corresponds to applying the Krasnosel’skĭı-Mann of Lemma 2.6. However,

if we assume f ∈ Fµ,L (X), 0 < µ ≤ L <∞, then reflρf becomes contractive [11,

Theorem 4.4], and by Lemma 2.1 the Peaceman-Rachford operator is as well3 –

in this case we can choose α = 1.

The PRS can be equivalently rewritten as [11, 13]

x(k) = proxρf (z(k))

y(k) = proxρg (2x(k)− z(k))

z(k + 1) = z(k) + 2α (y(k)− x(k))

, k ∈ N

which shows the splitting nature of the operator. We remark that when α = 1/2

the method is called Douglas-Rachford splitting [11].

By Examples 2.5 and 2.6 we can see that splitting methods exploit the compos-

ite structure of f + g by performing simpler update steps that depend on either

f or g only.

3The contraction rate is characterized e.g. in [74, 159].
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2.2.2 Operator theoretical solvers

We observe that PPA, gradient method and FBS are characterized by a non-

expansive operator whose fixed point(s) coincide with the minimizer(s). On the

other hand, PRS yields a minimizer via the operator proxρf applied to a fixed

point of the PRS operator. These facts suggest the following abstract definition

of solver, which captures all optimization algorithms that can be interpreted as

non-expansive (averaged or contractive) operators.

Definition 2.6 (Operator theoretical solver). Consider the prototype convex

optimization problem (2.1), and let T : H → H be averaged or contractive, and

X : H→ X be non-expansive, such that

x∗ = X (z∗) ∈ arg min f, ∀z∗ ∈ fix(T );

that is, from the fixed points of T we get solutions of the problem via X . Then

we call the recursive method

z(k + 1) = T (z(k))

x(k + 1) = X (z(k + 1))
, k ∈ N

an operator theoretical solver (or simply solver) for (2.1), and we denote it as

O := (T ,X ).

The examples discussed above can be interpreted as solvers according to Ta-

ble 2.1.

Table 2.1: Examples of operator theoretical solvers.

Method T X Assumptions Parameters

PPA proxρf I f ∈ F0,∞ (X) ρ > 0

Gradient I − ρ∇f(·) I f ∈ F0,L (X) ρ < 2/L

FBS proxρg ◦ (I − ρ∇f(·)) I f ∈ F0,L (X),
g ∈ F0,∞ (X)

ρ < 2/L

PRS (1− α)I + α reflρg ◦ reflρf proxρf f, g ∈ F0,∞ (X)
α ∈ (0, 1],
ρ > 0
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Corollary 2.1 (Solver’s convergence). Let (T ,X ) be a solver for (2.1), then (i)

if T is averaged we have z(k)−z(k+1)→ 0 and x(k)−x(k+1)→ 0 as k →∞;

(ii) if T is contractive we have z(k)→ z∗ and x(k)→ x∗ as k →∞.

Proof. (i) If T is averaged then by Lemma 2.6 we know that ‖(I − T )(z(k))‖ → 0;

the convergence for x follows by non-expansiveness of X : ‖x(k)− x(k + 1)‖ =

‖X (z(k))−X (z(k + 1))‖ ≤ ‖z(k)− z(k + 1)‖.
(ii) If T is contractive then by Lemma 2.4 we have z(k) → z∗; moreover by the

non-expansiveness of X we have ‖x(k)− x∗‖ = ‖X (z(k))−X (z∗)‖ ≤ ‖z(k)− z∗‖
and the thesis follows. �

Remark 2.4 (Q- and R-convergence). The results of Corollary 2.1 shows that the

convergence in terms of x derives from the convergence in terms of z. This be-

havior can be seen as an extension of the concepts of Q- and R-linear convergence

[160, Section 2]. We recall that a sequence {z(k)}k∈N is Q-linearly convergent to

z∗ if there exists ζ ∈ [0, 1) such that

‖z(k + 1)− z∗‖ ≤ ζ ‖z(k)− z∗‖ .

and a sequence {x(k)}k∈N is R-linearly convergent to x∗ if there exists a Q-linearly

convergent sequence {z(k)}k∈N and C > 0 such that

‖x(k)− x∗‖ ≤ C ‖z(k)− z∗‖ .

Remark 2.5 (Solver’s domain and range). The solver as defined in Definition 2.6

uses two different Hilbert spaces, H for the domain and range of T – where z

lives – and X for the space of unknowns x. This choice allows to include in

the definition of solver all those optimization algorithms (particularly distributed

algorithms) whose iterates live in a different space than the domain of the cost

function. For example this is the case when we lift the dimension of the problem

by formulating an equivalent one.
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2.2.3 Dual operator solvers

In this section, we consider the linearly constrained optimization problem4:

x∗,y∗ ∈ arg min
x∈Rn, y∈Rm

f(x) + g(y) (2.3a)

s.t. Ax+By = c (2.3b)

where f ∈ F0,∞ (Rn), g ∈ F0,∞ (Rm), A ∈ Rp×n, B ∈ Rm×p, c ∈ Rp. We consider

also the sub-problem characterized by g ≡ 0 and B = 0p×m, i.e. minx∈Rn f(x)

s.t. Ax = c.

In order to solve (2.3), we compute its Fenchel dual [74]

w∗ ∈ arg min
w∈Rp

{
df (w) + dg(w)

}
(2.4)

where

df (w) = f •(A>w)− 〈w, c〉 and dg(w) = g•(B>w).

By the properties of the convex conjugate, we know that df , dg ∈ F0,∞ (Rp), see

e.g. [11, Chapter 13], with dg ≡ 0 if g ≡ 0 and B = 0p×m. The dual (2.4) then is

a convex optimization problem in the single unknown w ∈ Rp, and we can solve

it using the operator theoretical solvers discussed above.

Example 2.7 (Method of multipliers). Assume that g ≡ 0 and B = 0p×m,

then we can apply the proximal point algorithm (PPA) (cf. Example 2.3) to the

dual (2.4), which yields the method of multipliers (MM) [10, section 6.2]:

x(k) = arg min
x∈Rn

{
f(x)− 〈w(k),Ax〉+

ρ

2
‖Ax− c‖2

}
(2.5a)

w(k + 1) = w(k)− ρ(Ax(k)− c), k ∈ N. (2.5b)

Example 2.8 (Dual ascent). Assume that g ≡ 0 and B = 0p×m, and let f ∈
Fµ,L (Rn), then applying the gradient method (cf. Example 2.4) to the dual (2.4)

4For simplicity, we discuss only the finite dimensional version – but we can define the same
problem over infinite-dimensional Hilbert spaces as well.
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yields the dual ascent or dual decomposition algorithm:

x(k) = arg min
x∈Rn

{f(x)− 〈w(k),Ax〉} (2.6a)

w(k + 1) = w(k)− ρ(Ax(k)− c), k ∈ N, (2.6b)

and convergence is achieved if the step-size satisfies ρ < 2λmax(AA>)/µ [10,

section 5.3].

Example 2.9 (Dual forward-backward splitting). Assume that f ∈ Fµ,L (Rn) and

g ∈ F0,∞ (Rm), then applying the forward-backward splitting (cf. Example 2.5)

to the dual (2.4) yields the dual FBS :

x(k) = arg min
x∈Rn

{f(x)− 〈w(k),Ax〉} (2.7a)

u(k) = w(k)− ρ(Ax(k)− c) (2.7b)

y(k) = arg min
y∈Rm

{
g(y)− 〈u(k),By〉+

ρ

2
‖By‖2

}
(2.7c)

w(k + 1) = u(k)− ρBy(k), k ∈ N. (2.7d)

which achieves convergence if the step-size satisfies ρ < 2λmax(AA>)/µ [A3].

Example 2.10 (Alternating direction method of multipliers). Assume that f, g ∈
F0,∞ (Rm), then applying the Peaceman-Rachford splitting (cf. Example 2.6) with

parameters α ∈ (0, 1] and ρ > 0 to the dual (2.4) yields the alternating direction

method of multipliers (ADMM):

x(k) = arg min
x∈Rn

{
f(x)− 〈z(k)Ax〉+

ρ

2
‖Ax− c‖2

}
(2.8a)

w(k) = z(k)− ρ(Ax(k)− c) (2.8b)

y(k) = arg min
y∈Rm

{
g(y)− 〈2w(k)− z(k),By〉+

ρ

2
‖By‖2

}
(2.8c)

u(k) = 2w(k)− z(k)− ρBy(k) (2.8d)

z(k + 1) = z(k) + 2α(u(k)−w(k)), k ∈ N. (2.8e)

which converges as a consequence of the PRS’s convergence5, see e.g. [10, p. 34]

5The application of ADMM to distributed optimization problems will be the focus of chap-
ter 3 and more details are discussed there on its convergence properties.
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or [13, section 8]. We remark that the ADMM can be alternatively interpreted

as a Lagrangian method, see [7] and [A1, Remark 3]. In particular, let us define

the augmented Lagrangian

Lρ(x,y,w) = f(x) + g(y)− 〈w,Ax+By − c〉+
ρ

2
‖Ax+By − c‖2

where w is the vector of Lagrange multipliers. Then, the ADMM in (2.8) is

equivalent to the following updates [13]:

x(k + 1) = arg min
x

{
Lρ(x,y(k),w(k)) + ρ(2α− 1)〈Ax(k) +By(k)− c,Ax〉

}

w(k + 1) = w(k)− ρ(2α− 1)(Ax(k) +By(k)− c)− ρ(Ax(k + 1) +By(k)− c)
y(k + 1) = arg min

y
Lρ(x(k + 1),y,w(k + 1)).

2.3 Sub-Weibull random variables

Notation Throughout this section and the remainder of the thesis, the under-

lying probability space will be (Ω,F ,P). We denote by E [x] the expected value

of a random variable, and by P [ω] the probability of an event ω ∈ Ω. We recall

that ‖x‖k = E
[
|x|k
]1/k

, for any k ≥ 1.

We recall the following useful inequality, see e.g. [161, 162].

Lemma 2.9 (Markov’s inequality). Let x be a random variable, then for any

ε > 0 we have that:

P [|x| ≥ ε] ≤ E [|x|]
ε

. (2.9)

In the following we introduce the class of sub-Weibull random variables, which

will be a useful modeling tool in the next chapters. We refer to [163] and the

pre-prints [164, 165] for a discussion.

Definition 2.7 (Sub-Weibull random variable). A random variable x is said to

be sub-Weibull if ∃ θ ≥ 0, ν > 0 such that

P [|x| ≥ ε] ≤ 2exp

(
−
( ε
ν

)1/θ
)
, ∀ ε > 0. (2.10)
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The tails of a sub-Weibull r.v. become heavier as the parameter θ grows larger.

Moreover, setting θ = 1/2 and θ = 1 yields the class of sub-Gaussians and sub-

exponential random variables, respectively; see, e.g., [166, 162]. Figure 2.3 shows

the tail probability of a r.v. for different θ (and with ν = 1), as inspired by [163,

Figure 1].
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Figure 2.3: Tail probabilities of sub-Weibulls with different tail parameters θ.

A sub-Weibull r.v. can be equivalently characterized using the following prop-

erties [163, Theorem 1].

Lemma 2.10 (Equivalent sub-Weibull r.v. definition). Given θ ≥ 0, the following

properties are equivalent:

(i) ∃ ν1 > 0 s.t. P [|x| ≥ ε] ≤ 2exp
(
− (ε/ν1)1/θ

)
, ∀ε > 0;

(ii) ∃ ν2 > 0 s.t. ‖x‖k ≤ ν2k
θ, ∀k ≥ 1.

The parameters ν1, ν2 differ each by a constant that only depends on θ. In partic-

ular, if x satisfies (ii), then it also satisfies (i) with ν1 = c(θ)ν2, c(θ) := (2e/θ)θ

[167, Lemma 5].

Although with Lemma 2.10 we can define the class of sub-Weibull r.v.s in two

equivalent ways6, it turns out that (ii) is more practical when we are interested in

6See [163, Theorem 1] for two further equivalent characterizations of sub-Weibulls.
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characterizing the properties of the sub-Weibull class. In the following, then, we

say that the r.v. x is sub-Weibull if it satisfies (ii), and we write x ∼ subW (θ, ν).

With this premise, we can now characterize the properties of the class of sub-

Weibull random variables.

Proposition 2.1 (Inclusion). Let x ∼ subW (θ, ν) and let θ′ and ν ′ such that

θ′ ≥ θ, ν ′ ≥ ν. Then, x ∼ subW (θ′, ν ′) as well.

Proof. By assumption we have ‖x‖k ≤ νkθ. Using the fact that νkθ ≤ ν ′kθ
′

(which holds since k ≥ 1) yields the thesis; cf. [163, Proposition 1]. �

Proposition 2.2 (Closure of sub-Weibull class). The class of sub-Weibull random

variables is closed w.r.t. the following operations:

1. product by scalar: let x ∼ subW (θ, ν) and a ∈ R, then ax ∼ subW (θ, |a|ν);

2. sum: let xi ∼ subW (θi, νi), i = 1, 2, possibly dependent, then x1 + x2 ∼
subW (max{θ1, θ2}, ν1 + ν2);

3. product: let xi ∼ subW (θi, νi), i = 1, 2, possibly dependent, then x1x2 ∼
subW (θ1 + θ2, c(θ1, θ2)ν1ν2), where c(θ1, θ2) = 1 if x1, x2 are independent,

otherwise c(θ1, θ2) = (θ1 + θ2)θ1+θ2/(θθ11 θ
θ2
2 );

4. power: let x ∼ subW (θ, ν) and a > 0, then xa ∼ subW
(
aθ, νa max{1, aaθ}

)
.

Proof. 1. The result follows by ‖ax‖k = |a| ‖x‖k ≤ |a|νkθ.
2. For completeness we report the proof provided in [163, Proposition 3]. By the

triangle inequality we write

‖x1 + x2‖k ≤ ‖x1‖k + ‖x2‖k
(i)

≤ ν1k
θ1 + ν2k

θ2
(ii)

≤ (ν1 + ν2)kmax{θ1,θ2},

where (i) holds by the assumption that xi are sub-Weibull, and (ii) holds since

k ≥ 1.

3. (independence) By definition of ‖·‖k we can write

‖xy‖k ≤ E
[
|x|k|y|k

]1/k (i)
= E

[
|x|k
]1/k E

[
|y|k
]1/k (ii)

≤ ν1k
θ1ν2k

θ2 = ν1ν2k
θ1+θ2

where (i) holds by independence and (ii) by sub-Weibull assumption.
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3. (dependence) By definition of ‖·‖k we can write

E
[
|xy|k

]
≤ E

[
|x|k|y|k

] (i)

≤ E
[
|x|kp

]1/p E
[
|y|kq

]1/q

where (i) used Hölder’s inequality with p, q > 1, 1/p + 1/q = 1. Taking the k-th

root we get

‖xy‖k ≤ ‖x‖pk ‖y‖qk
(ii)

≤ ν1ν2k
θ1+θ2pθ1qθ2

where (ii) holds by sub-Weibull assumption. Finally, the thesis follows minimizing

pθ1qθ2 subject to q = p/(p− 1).

4. By definition of ‖·‖k we have ‖xa‖k = E
[
|xa|k

]1/k
= E

[
|x|ak

]1/k
. Now, we

distinguish two cases: if 0 < a < 1 then by Jensen’s inequality we have

E
[
|x|ak

]1/k ≤
(
E
[
|x|k
]1/k)a ≤ (νkθ)a;

instead if a ≥ 1 then we can write

E
[
|x|ak

]1/k
=
(
E
[
|x|ak

]1/ak)a (i)

≤
(
ν(ak)θ

)a
= νaaaθkθ

where (i) holds by the fact that ak ≥ 1 and that x is sub-Weibull. �

Remark 2.6 (Square of sub-Weibull). Proposition 2.2 implies that the square of

x ∼ subW (θ, ν) is itself a sub-Weibull, with x2 ∼ subW
(
2θ, 4θν2

)
. A particular

case is the well known fact that the square of a sub-Gaussian (θ = 1/2) is sub-

exponential (θ = 1), see e.g. [162, Lemma 2.7.6].

Remark 2.7. We can see that bounded r.v.s are sub-Weibull with θ = 0; indeed,

let x be a r.v. such that a.s. |x| ≤ b, then ‖x‖k ≤ b = bk0, k ≥ 1.

The following lemma shows how the tail probability equation (2.10) can be

used to give high probability bounds for random variables.

Lemma 2.11 (High probability bound). Let x ∼ subW (θ, ν), then for any δ ∈
(0, 1), w.p. 1− δ we have the bound:

|x| ≤ ν logθ(2/δ)c(θ).

Proof. By Lemma 2.10 (ii) and its equivalence with definition (i) we have, for
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any ε > 0:

P [|x| ≥ ε] ≤ 2exp

(
−
(

ε

c(θ)ν

)1/θ
)
.

Setting the RHS equal to δ and solving for ε we get ε = c(θ)ν logθ(2/δ) which

implies that, w.p. 1− δ we have |x| ≤ ε. The thesis follows using the expression

for ε. �

In other words, given a sub-Weibull r.v. and a confidence level δ, we are able

to characterize a bound to the value of x that holds with probability 1 − δ, and

which depends on θ and ν.

2.4 Further reading

The sections above only provide a bare-bones review of useful results in operator

theory and probability. The following references can be used for a more in-depth

view of these topics:

• Operator theory : one of the most widely used reference book for operator

theory is [11], while a shorter introduction can be found in [10]. Other

books covering the topic are [16, 168].

The mentioned references also discuss the applications of operator theory

to convex optimization; further references that specifically center this ap-

plication are [169] (see particularly the chapter [13]), and [12], whose focus

is on decentralized optimization.

An important operator theoretical algorithm (mentioned in Example 2.10) is

the alternating direction method of multipliers (ADMM), and a background

on it is given in e.g. [13, 33, 74].

• Probability theory : for general notions on probability theory we refer to [161,

162, 166, 170]; for the characterization of and further results on sub-Weibull

random variables we refer to [163, 164, 165].
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II
Stochastic Operators
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3
Robust Distributed Optimization

In this chapter we discuss the application of the celebrated alternating direc-

tion method of multipliers (ADMM) to distributed optimization in challenging

scenarios. Specifically, we are interested in analyzing its convergence properties

in the presence of asynchronous agents operations, as well as peer-to-peer com-

munication failures. The results that we propose leverage an interpretation of

ADMM as an operator theoretical method, which allows us to prove almost sure

convergence. Under the further assumption of strong convexity, we are also able

to prove local linear convergence and characterize its rate. Before formalizing the

problem formulation, we introduce some notations of graph theory that will be

used in the following.

Notation Consider an undirected graph with N nodes, denoted by G = (V , E),

with node set V = [N ] and edge set E = {(i, j) | i, j ∈ V , i sends information to j}
(by convention the graph does not have the self-loops (i, i) 6∈ E). We say that the

graph is undirected if (i, j) ∈ E implies (j, i) ∈ E as well. The graph is connected

if there is a sequence of edges that connects any pair of nodes. We denote by

Ni = {j ∈ V | (i, j) ∈ E} the neighborhood of agent i ∈ [N ], which includes all

other agents that can directly communicate with it, and say that i has degree

di = |Ni|. We will use the notation M = 2|E|, which counts the number of arcs

in the graph.
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3.1 Problem formulation

In this section we introduce the distributed optimization problem of interest,

which is characterized by the fact that the agents operate asynchronously and

peer-to-peer communications may be lost.

Consider a multi-agent system modeled by the undirected, connected graph G =

(V , E) with N agents. Our goal is to solve the following separable optimization

problem

x∗ ∈ arg min
x∈X

N∑

i=1

fi(x) (3.1)

where the cost fi ∈ F0,∞ (X), X = Rn, is known only to agent i ∈ [N ], and we as-

sume that (3.1) admits at least one finite solution. The algorithm for solving (3.1)

must be distributed, in the sense that:

• it employs peer-to-peer communications along the edges of the graph,

• and each agent has access only to information that is locally stored (e.g.

fi) or received from neighbors.

A wide literature has been devoted to the design of distributed optimization to

solve (3.1); some representative works are [52] which introduces distributed sub-

gradient methods, [60] which introduces the class of gradient tracking algorithms,

and [7] which popularized the use of ADMM in distributed settings. We refer to

section 1.1 for a wider literature review, as well as to the surveys [35, 56].

The first step towards the design of distributed solvers for (3.1) is the intro-

duction of consensus constraints in the following equivalent problem formulation:

x∗ ∈ arg min
xi∈X, i∈[N ]

N∑

i=1

fi(xi) (3.2a)

s.t. xi = xj, ∀(i, j) ∈ E . (3.2b)

The constraints (3.2b) enforce consensus among the agents’ states, so that the

optimal solutions of the problem are in the form x∗ = 1N⊗x∗, with x∗ a minimizer

of the global cost in (3.1). It is important to notice that the constraints respect
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the topology of the distributed system, by imposing consensus only over the edges

that connect the agents.

We are specifically interested in networks that are characterized by (i) asyn-

chrony, with the agents activating at different times, and (ii) packet losses, with

peer-to-peer communications failing to be delivered. Asynchrony may occur for

example because the agents have different computational capabilities, and thus

perform local updates at different rates [99]. We also remark that guaranteeing

synchrony within a network may require a significant overhead to implement a

synchronization protocol [51], which has the effect of slowing down the overall op-

eration – asynchrony then may also be a choice at the design level, see Remark 3.1.

Packet losses are often a possibility when employing e.g. wireless communication

protocols [171], due for example to signal degradation or random noise.

Designing distributed optimization algorithms in an asynchronous and lossy

scenario, and studying their convergence, introduces some additional challenges.

In the following sections we will approach this goal from the perspective of stochas-

tic operator theory and by focusing on the alternating direction method of multi-

pliers (ADMM).

Remark 3.1 (Improving performance with asynchrony). Consider a multi-agent

system that can operate both in synchronous and asynchronous mode, and sup-

pose that the agents have different hardware so that they perform computations

at different rates.

Agent 3

idle idleAgent 2

idle idleAgent 1

k 0 1 2

(a) Synchronous operative mode.

Agent 3

· · ·Agent 2

· · ·Agent 1

k 0 1 2 3 4 5 6 7 8 9

(b) Asynchronous operative mode.

Figure 3.1: A comparison of synchronous and asynchronous operative modes for a
simple 3-nodes network, highlighting the avoidance of idle times that can be achieved
by allowing asynchronous operations (figure inspired by [99]).

As exemplified by Figure 3.1, if the network operates synchronously then the slow-

est agent dictates the overall computation speed. Indeed, the faster agents need to

wait for the slowest to finish the current computation before they can resume their
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own. On the other hand, if the network is allowed to operate asynchronously, then

idle times for the faster agents are removed, as any agent performs computations

at its own rate.

3.2 Robust distributed ADMM

In this section we review the distributed ADMM from an operator theoretical

perspective, and we show how it can be modified in order to robustify it to

communication failures and asynchronous operations.

3.2.1 Problem re-formulation

The first step is to formulate an equivalent version of problem (3.2). For each

edge e = (i, j) ∈ E we introduce the bridge variables yij, yji ∈ Rn, so that the

consensus constraint xi = xj can be rewritten as

xi = yij, xj = yji, yij = yji (3.3)

where the bridge variables serve as an “intermediary” between the local states

xi and xj to ensure their consensus. Defining the vectors x = col{xi}Ni=1 ∈ RnN

and y = [· · · , col{yij}>j∈Ni , · · · ]> ∈ RnM , the constraints (3.3) can be compactly

written as

Ax− y = 0nM and y = Py

where

A =




1d1 0d1 0d1 · · · 0d1
0d2 1d2 0d2 · · · 0d2

. . .
. . .

0dN · · · · · · 0dN 1dN



⊗ In ∈ RnM×nN ,

and P is a permutation matrix that swaps yij with yji. We remark that A in

general is not full row rank, which has important implications, as discussed later

in section 3.3.2.
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Now let f(x) =
∑N

i=1 fi(xi) and define the indicator function

ιker(I−P )(y) =





0 if (I − P )y = 0nM

+∞ otherwise.

With these definitions we can rewrite (3.2) as the following equivalent problem:

x∗,y∗ ∈ arg min
x∈RnN ,y∈RnM

f(x) + ιker(I−P )(y) (3.4a)

s.t. Ax− y = 0nM . (3.4b)

3.2.2 Distributed ADMM

Clearly, problem (3.4) is a particular case of the class of linearly constrained

problems (2.3):

x∗,y∗ ∈ arg min
x∈Rn, y∈Rm

f(x) + g(y)

s.t. Ax+By = c

and therefore we can apply ADMM as in Example 2.10 to solve it, which corre-

sponds to applying the Peaceman-Rachford splitting to the Fenchel dual.

Exploiting the separable structure of the cost f , the fact that g is an indicator

function, and the consensus constraints in (3.4b), we can derive from (2.8) a dis-

tributed version of ADMM. Letting k ∈ N be the times during which at least one

agent updates, the distributed ADMM is characterized by the following updates

(see Appendix B.1.1 for the derivation):

xi(k) = arg min
xi∈Rn

{
fi(xi)− 〈

∑

j∈Ni
zij(k), xi〉+

ρdi
2
‖xi‖2

}
(3.5a)

qj→i(k) = −zji(k) + 2ρxj(k) (3.5b)

zij(k + 1) = (1− α)zij(k) + αqj→i(k), k ∈ N (3.5c)

where each agent i stores and updates the local quantities xi and {zij}j∈Ni , the

latter by using the packets qj→i(k) received from its neighbors. It is worth noting

that (3.5) involves a reduced number of constraints than the general ADMM
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of (2.8), owing to the fact that we purposefully introduced a certain degree of

redundancy with the bridge variables. We also remark that (3.5a) can be rewritten

as (see Appendix B.1.2 for the derivation)

xi(k) = proxfi/(ρdi)
(
[A>z(k)]i/(ρdi)

)
, (3.6)

and we can see that (3.6) entirely depends on information stored locally by agent

i, in particular the cost fi and the auxiliary variables {zij}j∈Ni .

3.2.3 Robust distributed ADMM

We are now ready to define the robust and asynchronous version of the distributed

ADMM (3.5). As we mentioned above, in (3.5) the agent i needs to receive qj→i

to update the local variable zij. In order for this to happen, two things must be

true: (a) the neighbor j ∈ Ni activated and performed an update, so it sent qj→i,

and (b) the packet qj→i is correctly received by i and not lost in transit.

In Algorithm 1 we describe the asynchronous and robust version of the dis-

tributed ADMM (3.5). If node i at iteration k is active, then it updates xi and

computes the variables qi→j, j ∈ Ni, transmitting them to its neighbors. If node

j receives qi→j then it updates the variable zji, otherwise it leaves it unchanged.

Algorithm 1 Robust and asynchronous distributed ADMM.

Input: For each node i, initialize xi(0) and {zij(0)}j∈Ni .
1: for k = 0, 1, . . . each agent i do

// local update and transmission
2: if scheduled to update then
3: compute xi(k) according to (3.5a)
4: for each neighbor j ∈ Ni do
5: compute qi→j(k) according to (3.5b) and transmit it to j
6: end for
7: end if

// auxiliary update
8: for each j ∈ Ni do
9: if qj→i(k) was received, compute zij(k + 1) according to (3.5c)

10: end for
11: end for
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3.2.4 Partition-based problems

In applications such as the control of smart grids [172] and cooperative localization

in wireless networks [173] we may be interested in a partition-based formulation

of the distributed problem (3.2). The idea is to allow dependence of the local

cost fi not only on the local state xi, but also on the states of i’s neighbors, xj,

j ∈ Ni; formally, we pose the problem

min
xi,i∈V

N∑

i=1

fi (xi, {xj}j∈Ni) . (3.7)

Different approaches to partition-based optimization have been proposed, for ex-

ample the dual decomposition method of [173] and the gradient-based schemes of

[174, 172], as well as the ADMM methods of [175, 176].

In [A5] we propose an ADMM algorithm for partition-based optimization in

the presence of asynchrony and random communication failures. Interestingly,

by introducing copies of the local states and formulating suitable consensus con-

straints, we can show that (3.7) is actually equivalent to (3.2). As a conse-

quence, the convergence results presented in the next section can be applied to

the partition-based scenario as well, see [A5] for more details.

3.3 Convergence results

3.3.1 Convergence

Let us first define the set of random variables {µi(k)}i∈V , such that µi(k) is 1

if node i performs an update during the k-th iteration, 0 otherwise. Similarly,

provided that µi(k) = 1, we define the set of variables {λi→j(k)}i∈V,j∈Ni such that

λi→j(k) is 0 if qi→j(k) is delivered to j, 1 otherwise.

Within this formalism, we see that node i can carry out an update of zij at

iteration k provided that µj(k) = 1 and λj→i(k) = 0. To simplify the theoretical

analysis, we define the set of random variables {βij}i∈V,j∈Ni such that

βij(k) =





1 if µj(k) = 1 and λj→i(k) = 0,

0 otherwise.
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Assumption 3.1. The random variables {βij(k) : i ∈ V , j ∈ Ni, k ∈ N} are

mutually independent over k, namely, given βij(k) and βhl(`) for any (i, j), (h, l) ∈
E , they are independent if k 6= l. Moreover, there exists aM -uple {pij : i ∈ V , j ∈
Ni, 0 < pij < 1} such that

P[βij(k) = 1] = pij, (3.8)

for all k ∈ N.

Observe that Assumption 3.1 requires only independence over time, but not

among the random variables at the same iteration k. Moreover, as consequence

of (3.8), each variable zij has a nonzero probability of being updated at each

iteration k.

Remark 3.2 (Uniform probabilities). Assume the random variables {µi(k)}i∈V and

{λi→j(k)}i∈V,j∈Ni are i.i.d., such that E [µi(k)] = pµ and E [λi→j(k)] = pλ, for all

i ∈ V , j ∈ Ni, and k ∈ N. Then {βij(k)}i∈V,j∈Ni are uniformly distributed with

probability pβ = pµ(1−pλ), but in general are not independent, since {βij(k)}j∈Ni
all depend on µi(k).

Notice that node i updates the variable zij only if it receives the packet qj→i.

Making use of the random variables βij, we can thus describe the update step for

the auxiliary variables in the following compact form

zij(k + 1) = (1− βij(k))zij(k)+

+ βij(k)
[
(1− α)zij(k)− αzji(k) + 2αρ proxfj/(ρdj)

(
[A>z(k)]j/(ρdj)

)]
.

(3.9)

We can now prove the almost sure convergence of the robust ADMM described

in Algorithm 1. The following result is a consequence of the convergence of the

Peaceman-Rachford splitting with random coordinate updates, see [14, 15].

Proposition 3.1. Consider problem (3.2) with fi ∈ F0,∞ (Rn). Suppose As-

sumption 3.1 holds, and let 0 < α < 1 and ρ > 0. Then for any initial condition

z(0) ∈ RnM , the trajectories k 7→ xi(k), i ∈ V, generated by Algorithm 1 converge
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almost surely to an optimal solution x∗ of (3.2), that is,

P
[

lim
k→∞

xi(k) = x∗
]

= 1, ∀i ∈ V .

Proof. Appendix B.1.3. �

3.3.2 Linear convergence

In section 2.2.3 we reviewed the fact that the ADMM to solve

x∗,y∗ ∈ arg min
x∈Rn, y∈Rm

f(x) + g(y) s.t. Ax+By = c

can be derived by applying the Peaceman-Rachford splitting to the Fenchel dual

w∗ ∈ arg min
w∈Rp

{
df (w) + dg(w)

}
.

In general, if f ∈ F0,∞ (Rn), g ∈ F0,∞ (Rm), then the dual problem is convex

as well, with df , dg ∈ F0,∞ (Rp), and by the Krasnosel’skĭı-Mann convergence, the

PRS achieves sub-linear convergence (see section 2.1.1). This is a consequence

of the fact that the PRS operator is non-expansive but not contractive. The

contractiveness of the PRS operator – and thus its linear convergence – can be

ensured if df is strongly convex (cf. Example 2.6), which is verified only if (i)

f ∈ Fµ,L (Rn) and (ii) A is full row rank. In this case df ∈ Fµ̄,L̄ (Rp) with

µ̄ = λmin(AA>)/L, L̄ = λmax(AA>)/µ [74, Proposition 4], where λmin and λmax

denote the smallest and largest eigenvalue of a given matrix, respectively.

However, the A matrix that defines the distributed problem (3.4) cannot be

full row rank – indeed it has nM rows and nN < nM columns1. Despite this

limitation, it is still possible to prove linear convergence of the distributed robust

ADMM under the following assumption.

Assumption 3.2. The local costs fi, i ∈ [N ], belong to Fµ,L (Rn), and are twice

continuously differentiable.

The first step towards proving linear convergence is to see that in a neigh-

borhood of the optimal solution x∗ (which is unique by strong convexity) the

1The minimum number of edges for a connected undirected graph is |E| = N − 1 [57], which
means that the number of arcs satisfies M ≥ 2(N − 1) > N , when N > 2.
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distributed ADMM (3.5) can be interpreted as a perturbed affine operator.

Lemma 3.1 (ADMM as affine operator). Let Assumption 3.2 hold, then there

exists ε > 0 such that if dist (z(0), fix(TPR)) < ε, the distributed ADMM (3.5) can

be written as the following perturbed affine operator:

z(k + 1) = Tz(k) + u+ o(x(k)− x∗) (3.10)

with

T = (1− α)I − αP + 2αρPAH−1A> ∈ RnM×nM (3.11)

where H = blk diag {ρdiIn +∇2fi(x
∗)}, u ∈ RnM is a constant vector depending

on the gradient and Hessian of f(x) evaluated at x∗, and o : RnN → RnM is a

vanishing function for x approaching the optimum, i.e.

‖o(x(k)− x∗)‖ / ‖x(k)− x∗‖ → 0

as x(k)→ x∗.

Proof. Appendix B.1.4. �

Let us now consider the robust ADMM of Algorithm 1, which can be charac-

terized by the updates (3.9). Introducing the random diagonal matrix B(k) ∈
RnM×nM such that

B(k) = diag{βij(k)In ∀i ∈ V , ∀j ∈ Ni},

we can compactly rewrite the algorithm as

z(k + 1) = T̂ (k)z(k) +B(k) [u+ o(x(k)− x∗)] (3.12)

where T̂ (k) := I−B(k)(I−T ), with T defined as in (3.11). Therefore, the robust

distributed ADMM can be locally characterized as an random perturbed affine

operator. Exploiting this interpretation, we can prove the following convergence

result which holds in mean.

Proposition 3.2 (Mean linear convergence). Let Assumptions 3.1 and 3.2 hold.

There exists ε > 0 such that, if dist(z(0), fix(TPR)) ≤ ε, then Algorithm 1 con-
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verges linearly – in mean – to the optimal solution, i.e.,

E [‖xi(k)− x∗‖] ≤ C (γ + o(1))k i ∈ [N ],

with C > 0, and 0 ≤ γ ≤ γ̄ < 1 is characterized in Lemma 3.2.

Proof. Appendix B.1.5. �

Lemma 3.2. The convergence rate γ in Proposition 3.2 is bounded by

γ̄2 = max {|γ| : γ ∈ Λ(L), γ 6= 1} .

where γ̄2 is the largest eigenvalue different from 1 of the matrix

L = I ⊗ I − I ⊗ E [B(0)] + I ⊗ E [B(0)]T − E [B(0)]⊗ I+

+ E [B(0)]T ⊗ I + E [B(0)⊗B(0)] (I − T )⊗ (I − T ).

Proof. Appendix B.1.6. �

Conclusion

This chapter introduced a robust version of the well-known ADMM that is prov-

ably convergent for distributed optimization in the presence of asynchrony and

communication failures. The convergence was characterized both almost surely

and, under the assumption of strong convexity, as locally linear in mean. We

refer to section 6.1 for a discussion of some numerical results.

Before concluding, notice that the convergence of Algorithm 1 proved in Propo-

sition 3.1 relies on the results presented in [14] for stochastic non-expansive op-

erators (alternatively, in [15]). The framework defined in [14] allows for random

coordinate updates (as in the case of Algorithm 1) and also for random additive

errors, such as T̂ (x) = T (x) + e. An important caveat is that these additive

errors must vanish asymptotically, either because their norm decreases to zero

over time, or because they are multiplied by a parameter that tends to zero.
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However, there are many applications in which it is not possible to guarantee

that the additive errors will decay to zero, for example stochastic optimization.

The question then is: can we propose an alternative to [14] that allows generic

additive errors that do not vanish? The following chapters 4 and 5 will analyze

such an alternative.

52



4
Stochastic Operator Framework

In this chapter we formalize the stochastic operator framework which will allow

us to analyze the convergence of a wide variety of optimization algorithms. We

begin the chapter by introducing two motivating examples. The first one is that

of inexact operators, that is, operators with additive errors, which can be used to

model many applications in machine learning. The second example introduces the

concept of random updates, where components of the algorithm are applied on

a random schedule, a model that is relevant for decentralized optimization. The

rest of the chapter formalizes and discusses the framework and the assumptions

that will be used during the convergence analysis.

4.1 Inexact operators

Consider the optimization problem minx∈X f(x) where f ∈ Fµ,L (X); as reviewed

in section 2.2 we can solve it by applying the gradient method

x(k + 1) = x(k)− ρ∇f(x(k)), k ∈ N.

However, in many applications access to the exact gradient∇f is not available [25,

22], and the algorithmic steps must rely on an approximation ∇̂f . The following

Examples 4.1 and 4.2 describes two scenarios with important applications in which

only ∇̂f is available.

Example 4.1 (0-th order optimization). In many optimization application aris-

ing from science, engineering and machine learning, the cost function f in the
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problem minx∈X f(x) may only be available as the output of a black box. This

means that the only information we can access are evaluations of the cost, and

we do not have first order derivatives for f . An interesting example of this set-up

– arising in the context of online optimization (cf. Part III) – is when the cost

function f depends on user feedback [127]. In this case, f models some preference

of the user, whose structure we cannot know, and our goal is to find a decision

that is best liked by the user.

To make up for the lack of derivative information, a large and growing liter-

ature on 0-th order methods has been developed [21, 23], in which the goal is

to approximate derivative information only using cost evaluations. One of the

simplest techniques that we can employ to estimate the derivative is that of finite

differences. Given a parameter h 6= 0 and a direction d, the forward difference

estimating the gradient of f at x is:

∇̂f(x) =
f(x+ hd)− f(x)

h
.

Example 4.2 (Stochastic gradient). In supervised learning the goal is to learn

the function h : X → Y, where X and Y are two spaces [29]. To this aim we

exploit the training data {(xi,yi)}i∈[n], with xi ∈ X and yi ∈ Y, by finding an h

such that h(xi) = yi.

Assuming that the training data are drawn from X × Y according to a joint

probability distribution D, then we would like to solve the following problem:

min
h:X→Y

ED [` (h(x),y)]

where ` : Y × Y → R is a loss function. Clearly, this problem is not well posed,

because in general we do not have access to the distribution D; however, we can

substitute it with an approximation, the empirical risk minimization problem

min
h:X→Y

1

n

n∑

i=1

` (h(xi),yi) . (4.1)

Assume now that ` is differentiable, then we can solve (4.1) using the gradient

method. However, as n grows larger, computing a full gradient of the empirical

risk 1
n

∑n
i=1 ` (h(xi),yi) becomes increasingly expensive. The usual approach then
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is to use stochastic gradients [1], which are computed on a (randomly drawn)

subset of the training data only. Of course this means that we are using inexact

information: instead of ∇` we have only access to ∇̂`.

Abstracting from the particular case of the inexact gradient method, let us

consider the problem minx∈X f(x) where f ∈ F0,∞ (X) is a generic (possibly non-

smooth) convex function. Let O = (T ,X ) be a solver for this problem, then, as

reviewed in section 2.2, we can solve it using the iteration:

z(k + 1) = T (z(k))

x(k + 1) = X (z(k + 1))
, k ∈ N.

As discussed in the examples above, however, the exact operator T may not be

available, only an approximation thereof. In the following we are then interested

in analyzing the inexact update

z(k + 1) = T̂ (z(k)) = T (z(k)) + e(k), k ∈ N (4.2)

where we model the inexactness of the solver as the additive error e(k). The

choice of studying additive errors is not restrictive, since we can always write

e(k) = T̂ (z(k)) − T (z(k)), but more sophisticated characterizations of e(k) are

possible.

4.2 Random coordinate updates

Consider a distributed system with N agents, where each agent has a local cost

function fi : X → R, and we are interested in solving the following optimization

problem

min
xi∈X

N∑

i=1

fi(xi) s.t. xi = xj if i, j are connected. (4.3)

In particular, we want to solve (4.3) in a distributed fashion, which means that

only peer-to-peer information exchange is allowed, and local information (such as

fi) is only accessible to the agent itself that stores it. These constraints imply

that distributed algorithms have the following general structure: iteratively, (i)
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agents use their private, local information to perform some computation (e.g.

a gradient step), and then (ii) they share the results of their computation via

peer-to-peer communications.

In this setting, a source of stochasticity for the distributed algorithms that

we design is asynchrony, with the agents performing the local updates (i) at

different times. For example, asynchrony can be a consequence of heterogeneous

resources, with agents that have more computational power completing (i) earlier.

Asynchrony in distributed optimization has been extensively studied, see e.g. [33,

15, 36, 37, A1].

Let now O = (T ,X ) be a (distributed) solver for (4.3). Given the separable

structure of the problem, we can define H = X ⊕ · · · ⊕ X (with X repeated N

times) and also write T (x) = (T1(x), . . . , TN(x)), where the coordinate Ti(x)

corresponds to the local update (i) performed by agent i. We can then see that

asynchrony in this scenario translates to the asynchronous application of the

different coordinates Ti(x) of T .

Building on the example of distributed optimization, we can now define random

coordinate updates in general. Consider the following direct sum H = H1⊕ · · · ⊕
Hn, where Hi is an Hilbert space with inner product 〈·, ·〉i, induced norm ‖·‖i,
and identity operator Ii.
Given a solver O = (T ,X ) on H, we assume that the operator T is separable in

the following coordinates: T (x) = (T1(x), . . . , Tn(x)), where Ti : H → Hi – this

corresponds to dividing e.g. a distributed algorithm in its local updates. Each

coordinate is assumed to update with probability pi ∈ (0, 1], guaranteeing that

all the coordinates can be updated – in the distributed scenario, all the agents

can perform local updates.

We are then interested in studying the solver update z(k+1) = T (z(k)), under

these assumptions; in particular, we want to characterize the convergence of

zi(k + 1) =




Ti(z(k)) w.p. pi

zi(k) w.p. 1− pi
, k ∈ N. (4.4)
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4.3 Stochastic framework

We are finally ready to characterize the whole stochastic operator framework

of [A8] (similarly defined in [14, 105] under different assumptions), by drawing

together the models discussed in sections 4.1 and 4.2.

We consider an optimization problem minx∈X f(x) with f ∈ F0,∞ (X) and its

operator theoretical solver O = (T ,X ). We assume that the domain and range

of T is the direct sum H = H1⊕ · · · ⊕Hn, where Hi is a Hilbert space with inner

product 〈·, ·〉i, induced norm ‖·‖i, and identity operator Ii. We further assume

that T can be modeled as the separable operator:

T (z) = (T1(z), . . . , Tn(z)), Ti : H→ Hi.

Introducing the two sources of stochasticity of additive errors and random co-

ordinate updates, we are interested in analyzing the convergence of the solver

characterized by:

zi(k + 1) =




Ti(z(k)) + ei(k) w.p. pi

zi(k) w.p. 1− pi
, i ∈ [n], k ∈ N. (4.5)

Defining the Bernoulli random variables ui(k), i ∈ [n], such that P [ui(k) = 1] =

pi ∈ (0, 1], we can rewrite (4.5) as

zi(k + 1) = (1− ui(k))zi(k) + ui(k) (Ti(z(k)) + ei(k)) , i ∈ [n], k ∈ N. (4.6)

The index k ∈ N is a discrete counter of the time elapsed since (4.6) started

running, and this counter updates even when none of the coordinates is updated1.

The following assumption defines a model for the ui and ei random variables.

Assumption 4.1 (Stochastic framework).

(i) The vector u(k) = (u1(k), . . . , un(k)) is a realization of the {0, 1}n-valued

random vector u such that pi := P [ui = 1] > 0 for any i ∈ [n]. The vectors

{u(k)}k∈N are i.i.d..

1This is different from the scenario discussed in chapter 3, where the counter k ∈ N marks
the times when at least one agent performs an update.
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(ii) The components of the additive error e(k) = (e1(k), . . . , en(k)) are realiza-

tions of Hi-valued random variables such that their norm ‖ei(k)‖i is sub-

Weibull with parameters θ and νi, and with mean µi := E [‖ei‖i] < +∞,

i ∈ [n].

(iii) The random processes {u(k)}k∈N and {e(k)}k∈N are independent of each

other.

In chapter 5 we will also make use of either one of the following assumptions

to study the convergence of (4.6).

Assumption 4.2 (Quasi-contractive solver). The operator T : H → H in up-

date (4.6) is ζ-quasi-contractive; i.e. for all i ∈ [n] we have

‖Ti(x)− x∗i ‖i ≤ ζ ‖xi − x∗i ‖i , ∀x ∈ H, {x∗} = fix(T ).

Assumption 4.3 (Quasi-averaged solver). Let D = D1⊕· · ·⊕Dn be a non-empty

bounded closed convex subset of H, the operator T : D → D in update (4.6) is

α-quasi-averaged; i.e. for all i ∈ [n] we have

‖Ti(x)− x∗i ‖2
i ≤ ‖xi − x∗i ‖

2
i −

1− α
α
‖(Ii − Ti)(x)‖2

i , ∀x ∈ D, x∗ ∈ fix(T ).

The following sections will discuss in more detail the stochastic framework

composed of (4.5) and Assumptions 4.1 to 4.3. Chapter 5 will then present the

convergence analysis for the framework.

4.3.1 Update model

We note that Assumption 4.1(i) does not require independence among the com-

ponents of u(k); independence is only assumed between u(k) and u(`), for any

pair k, ` ∈ N, k 6= `.

We further remark that under Assumption 4.1(i) there may exist times during

which none of the coordinates are updated, because ui(k) = 0 for all i ∈ [n].

This is slightly different from e.g. [14, 105], where it is assumed that at least

one ui(k) is non-zero at all times. While from a static perspective one may argue

that we can avoid to count the times k without an update, this is not possible in
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an online scenario. Indeed, as discussed in section 8.3, in online optimization the

solution changes over time, and failing to perform an update means that we will

track this varying solution with worse precision.

4.3.2 Additive error model

Using the sub-Weibull framework discussed in section 2.3 allows to state a very

general additive error model in Assumption 4.1(ii), where only a tail condition

for the error norm is imposed. For example, additive errors that are bounded

have sub-Weibull norm, see Remark 2.7. Also, in finite dimensional spaces we

can prove that the norm of a vector with sub-Weibull components is itself sub-

Weibull, which extends [162, Theorem 3.1.1].

Lemma 4.1 (Norm of sub-Weibull vectors). Let e = (e1, . . . , en) be a random

vector in Rn, n < +∞, such that ei ∼ subW (θ, ν), i ∈ [n]. Then the Euclidean

norm of e is sub-Weibull with

‖e‖ ∼ subW
(
θ, 2θ
√
nν
)
.

Proof. Appendix B.2.1. �

Notice that for simplicity we assume that the error norms have equally heavy

tails, so they share the θ parameter. This assumption can be relaxed allowing

‖ei‖i ∼ subW (θi, νi) and then enunciating the convergence results with θ :=

supi∈[n] θi. Also, the scale parameters νi, i ∈ [n], can actually be changing over

time, see the convergence analysis in [A8].

Moreover, we do not require independence of the error components at a fixed

time k, or between the errors drawn at different times k and `. Finally, the errors

could be biased, and the sub-Weibull model still would include them, see e.g. the

discussion in [163] and [A8, Lemma 2.17].

4.3.3 Solver properties

Recalling section 2.1, we can see that by Assumption 4.2 the solver has a unique

fixed point – e.g. as a consequence of the optimization problem being strongly

convex. In Assumption 4.3 restricting the domain and range of the solver implies,

by Browder’s theorem (Lemma 2.3), that fix(T ) 6= ∅.
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Notice that Assumptions 4.2 and 4.3 state quasi -contractiveness and quasi -

averagedness, differently from Definitions 2.1 and 2.2. As mentioned in Re-

mark 2.1, the difference is that one of the two points involved in the definitions

is a fixed point. The “quasi version” is actually more general and better suited

to study operators with additive errors.

A second difference between Assumptions 4.2 and 4.3 and Definitions 2.1 and 2.2

is that in the former, contractiveness and averagedness are component-wise. For

example, the component-wise contractiveness in Assumption 4.2 states that

‖Ti(x)− x∗i ‖2
i ≤ ζ2 ‖xi − x∗i ‖2

i , ∀i ∈ [n],

as opposed to Definition 2.1 which requires

‖T (x)− x∗‖2 =
n∑

i=1

‖Ti(x)− x∗i ‖2
i ≤ ζ2 ‖x− x∗‖2 = ζ2

n∑

i=1

‖xi − x∗i ‖2
i .

The choice of using component-wise properties is necessary to be able to give

convergence guarantees in the most general case, with both random coordinate

updates and additive errors. In some particular scenarios, e.g. when the additive

error decays over time, the normal properties can be used, see [14, 105].

Conclusion

The chapter introduced the stochastic framework constituted by (4.5) and As-

sumptions 4.1 to 4.3. Within the framework we can include any optimization

algorithm that is subject to additive errors and/or random coordinate updates.

In particular, a feature of (4.5) is that we use a sub-Weibull formalism (cf. As-

sumption 4.1) to describe the additive errors. In the following chapter we analyze

the convergence of (4.5) under either Assumption 4.2 or Assumption 4.3, both in

mean and in high probability, the latter exploiting results about sub-Weibulls.

60



5
Stochastic Convergence Analysis

This chapter analyzes the convergence of the stochastic framework introduced in

chapter 4, characterized by (4.5) and Assumptions 4.1 to 4.3. The analysis is

carried out both in expectation, as well as in high probability, where, exploiting

sub-Weibulls’ properties, we are able to provide convergence results that hold

with any given confidence level. We study (4.5) either under contractiveness (As-

sumption 4.2), in which case we bound the distance from the fixed point, or under

averagedness (Assumption 4.3), where we bound the fixed point residual, charac-

terized as the distance between consecutive iterates. Results are also provided in

the particular scenarios where additive errors are absent or vanish over time.

5.1 Main convergence results

The following proposition establishes convergence in mean and high-probability

of the stochastic Banach-Picard iteration (4.6), when the operator T is quasi-

contractive. The convergence results are then discussed in section 5.2.

Proposition 5.1 (Contractive case). Let Assumptions 4.1 and 4.2 hold, and let

{z(k)}k∈N be the sequence generated by (4.6).

(i) For each coordinate, i ∈ [n], the mean of
∥∥z`i − z∗i

∥∥
i

can be upper bounded

by:

E [‖zi(k)− z∗i ‖i] ≤ χki ‖zi(0)− z∗i ‖i + pi
1− χki
1− χi

µi

where χi := 1− pi + piζ ≥ ζ.
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(ii) With probability 1− δ, δ ∈ (0, 1), we have that:

‖zi(k)− z∗i ‖i ≤ logθ
′
(2/δ) c(θ′)

(
ηi(k) ‖zi(0)− z∗i ‖i +

1− ζk
1− ζ νi

)

where θ′ = max{1/2, θ}, and ηi(k) is a monotonically decreasing function of k,

see section 5.1.1.

Proof. Appendix B.3.1. �

The following result studies the convergence in mean and high probability under

the assumption that the operator is quasi-averaged.

Proposition 5.2 (Averaged case). Let Assumptions 4.1 and 4.3 hold, and let

{x(k)}k∈N be the trajectory generated by (4.6).

(i) For each coordinate, i ∈ [n], the mean cumulative fixed point residual is

upper bounded as follows:

E

[
1

k + 1

k∑

`=0

ui(`) ‖(Ii − Ti)z(`)‖2
i

]
≤

α

1− α

(
1

k + 1
‖zi(0)− z∗i ‖2

i + pi
(
E
[
‖ei‖2

i

]
+ 2 diam(Di)µi

)
)
.

(ii) Moreover, with probability 1− δ, δ ∈ (0, 1), we have, for any i ∈ [n]:

1

k + 1

k∑

`=0

ui(`) ‖(Ii − Ti)z(`)‖2
i ≤

α

1− α

(
1

k + 1
‖zi(0)− z∗i ‖2

i +

+ log2θ(2/δ)c(2θ)
(
22θ(νi)

2 + 2 diam(Di)νi
)
)
.

Proof. Appendix B.3.2. �

The convergence results presented in Propositions 5.1 and 5.2 will be discussed

in section 5.2, but first section 5.1.1 presents a technical discussion that comple-

ments Proposition 5.1.
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5.1.1 Sub-Weibull characterization of ζβi(k)

The goal of this section is to characterize the r.v. ζβi(`) as a sub-Weibull, where

we define βi(k) :=
∑k−1

`=0 ui(`). This characterization is instrumental in prov-

ing Proposition 5.1. Our goal then is to find θ′ and ηi(k) such that ζβi(k) ∼
subW (θ′, ηi(k)).

First of all, we can see that β(k) ∼ B(k, pi), since it is the sum of k Bernoulli

trials with probability pi. Moreover, by the fact that ζ ∈ (0, 1), we know that

ζβi(k) ∈ [ζk, 1], which means that ζβi(k) is a bounded r.v.. As a consequence, we

can model ζβi(k) as a sub-Gaussian r.v., that is, a sub-Weibull with θ′ = 1/2, see

[A8, Lemma 2.18]. On the other hand, by using the particular distribution of

βi(k) we can give the following result.

Lemma 5.1. Let βi(`) ∼ B(k, pi) and ζ ∈ (0, 1), then for any ` ≥ 1:

∥∥ζβi(k)
∥∥
`

=
(
1− pi + piζ

`
)k/`

. (5.1)

Proof. Appendix B.3.3. �

We can clearly see from (5.1) that the `-norm of ζβi(k), for a fixed `, decays to

zero as k → ∞. Therefore we expect the sub-Weibull parameter ηi(k) to be a

decreasing function of k as well. Moreover, if we fix a finite k ∈ N, we can see

that the maximum value of
∥∥ζβi(k)

∥∥
`

is 1, attained when `→∞.

However, a precise theoretical expression of ηi(k) is, to the best of our knowl-

edge, not possible. On the other hand, it is straightforward to characterize its

value numerically. By the definition (ii) in Lemma 2.10 of sub-Weibulls, we must

have

ηi(k) ≥
(
1− pi + piζ

`
)k/`

√
`

, ∀` ≥ 1.

As a consequence of the observations above, ηi(k) is a decreasing function of k,

and it has a value in [0, 1), where 0 is attained when ` → ∞. Therefore, for

any given k we can choose ηi(k) = max`

{(
1− pi + piζ

`
)k/`

/
√
`
}
∈ [0, 1). And,

although this value does not have a closed form expression, it is always possible

to compute it numerically.

Remark 5.1 (An alternative approach). We can derive an alternative to Proposi-

tion 5.1 that does not depend on ηi(k), as shown in [A8, Proposition 4.4]. The
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idea is to give a high probability bound for ‖zi(k)− z∗i ‖i constituted by the mean

of ‖zi(k)− z∗i ‖i plus a second term that depends on the sub-Weibull characteri-

zation of the additive error. The drawback of this result is that the dependence

on the initial condition does not decay to zero as k →∞, as opposed to the result

of Proposition 5.1.

5.2 Discussion of convergence results

5.2.1 Interpretation of high probability convergence results

For simplicity we discuss the result of Proposition 5.1, but the same reasoning

holds for Proposition 5.2.

The high probability bound of Proposition 5.1 states that, w.p. 1−δ, the error

satisfies:

‖zi(k)− z∗i ‖i ≤ logθ
′
(2/δ) c(θ′)

(
ηi(k) ‖zi(0)− z∗i ‖i +

1− ζk
1− ζ νi

)
.

We can see that the RHS is multiplied by logθ
′
(2/δ), which grows as δ decreases.

This implies that the more confidence we want in the bound (which requires δ to

be smaller), the looser the bound becomes. Intuitively, smaller δ requires that we

enlarge the bound to include more trajectory realizations {zi(k)}k∈N.

Similarly, if θ′ = max{1/2, θ} is larger, then the bound becomes looser. This is a

consequence of the fact that the larger θ is, the heavier the tails of the additive

noise are.

We can further observe that the high probability bound (multiplicative factors

notwithstanding) has a similar structure to the mean bound:

E [‖zi(k)− z∗i ‖i] ≤ χki ‖zi(0)− z∗i ‖i + pi
1− χki
1− χi

µi.

Indeed, both bounds have a first term that depends on the initial condition and

decays to zero as k →∞, and a second term that bounds the asymptotic distance

from the fixed point. This second term depends on the additive noise, either via

the bound on the mean µi or its sub-Weibull parameter νi.

Interestingly, the convergence rate of the mean error is χi > ζ, while the conver-
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gence rate appearing in the high probability bound is ζ itself.

Sub-Weibull v. Markov’s inequality

The fact that the dependence on 1/δ appears through its logarithm in the bound

(indeed the RHS is multiplied by logθ
′
(2/δ)) is an important motivation for the

use of the proposed sub-Weibull framework. This feature of the bounds ensures

that the RHS grows relatively slowly when we ask for increasing confidence (that

is, δ → 0).

Consider the following alternative high probability bound, which is based on

Markov’s inequality (cf. (2.9)): with this approach, the dependence on the RHS

is with 1/δ and not its logarithm. Although Markov’s inequality holds for a more

general class of random variables than sub-Weibull, this result makes it clear

that using the sub-Weibull framework allows to derive sharper bounds, while still

considering a number of distributions as sub-cases.

Lemma 5.2. Let Assumptions 4.1 and 4.2 hold, and let {z(k)}k∈N be the sequence

generated by (4.6).

For each coordinate, i ∈ [n], with probability 1− δ, δ ∈ (0, 1), we have that

‖zi(k)− z∗i ‖i ≤
1

δ

(
χki ‖zi(0)− z∗i ‖i + pi

1− χki
1− χi

µi

)
(5.2)

where χi := 1− pi + piζ ≥ ζ.

Proof. Appendix B.3.4. �

Difference from deterministic convergence

Contractive case In the contractive case, we know by [11, Theorem 1.50]

that the deterministic Banach-Picard converges linearly to the fixed point. In

particular, we have that

‖zi(k)− z∗i ‖i ≤ ζk ‖zi(0)− z∗i ‖i .

Comparing this fact with Proposition 5.1 we notice that the introduction of ran-

dom coordinate updates degrades the convergence rate from ζ to χi ≥ ζ, in
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accordance with the results of [105]. Moreover, the introduction of additive er-

rors implies that we do not reach exact convergence to the fixed point, but rather

to a neighborhood thereof. We will return to this point in section 5.3.2.

A further observation is that the additive error may result in an expansive

stochastic update, that is, one for which at some k ∈ N:

‖zi(k + 1)− z∗i ‖i ≥ ‖zi(k)− z∗i ‖i .

Nonetheless, the underlying contractiveness of the (exact) operator ensures that

expansive updates yield an inexact – but bounded – convergence, instead of an

unbounded one.

Averaged case The convergence of (4.6) when T is averaged can be proved

only in terms of the cumulative fixed point residual, due to this property being

weaker than contractiveness. The cumulative FPR, defined, recall, as

1

k + 1

k∑

`=0

ui(k) ‖(Ii − Ti)z(`)‖2
i

averages the FPR achieved by each term in the trajectory {zi(k)}k∈N, where of

course a smaller FPR implies that a point zi(k) is closer to being a fixed point of

Ti.
We recall that for a (non-stochastic) Banach-Picard applied to T averaged,

we can prove that {‖(I − T )z(k)‖}k∈N [11, Theorem 5.15] is a monotonically

decreasing sequence that converges to zero. This is no longer the case in the

stochastic framework of this paper, due to the presence of additive errors. In this

scenario, the FPR is no longer monotonically decreasing, and to account for this

fact we analyze the overall evolution of the FPR.

We remark that the concept of cumulative FPR is similar to that of regret

in convex optimization, and in particular to that of dynamic regret in online

optimization [177]. Moreover, it includes as a particular case the different concept

of regret based on the residual of the proximal gradient method proposed in the

pre-print [178].
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5.3 Alternative convergence results

5.3.1 Convergence without additive error

The results (both in mean and high probability) of Propositions 5.1 and 5.2 hold

even when the additive error is absent. However, in this particular scenario it is

actually possible to give more refined bounds, as discussed in this section.

In particular, if the only source of stochasticity are random coordinate updates

(that is, we choose ei = 0 and consequently νi = 0) we have the following result.

Proposition 5.3 (Without additive noise). Let Assumptions 4.1 and 4.2 hold,

with ei = 0 a.s. for all i ∈ [n]; let {z(k)}k∈N be the trajectory generated by the

stochastic Banach-Picard.

Let ε ∈ (0, pi], then for each coordinate, i ∈ [n], with probability 1− δ(ε, k) we

have:

‖zi(k)− z∗i ‖i ≤ ζk(pi−ε) ‖zi(0)− z∗i ‖i
where

δ(ε, k) = exp (−kD(pi − ε||pi)) ,

D(pi − ε||pi) = (pi − ε) log

(
1− ε

pi

)
+ (1− pi + ε) log

(
1 +

ε

1− pi

)
.

(5.3)

Proof. Appendix B.3.5. �

We observe in Proposition 5.3 that the convergence rate is characterized by

ζpi−ε, which is larger than ζ, that is, the convergence rate achieved by the non-

stochastic Banach-Picard [11, Theorem 1.50]. This is similar to the result of

Proposition 5.1 where the convergence rate is χi ≥ ζ. Notice also that since

ε ∈ (0, pi] then ζpi−ε < χi.

We further notice that δ(ε, k) is a decreasing function of k, with δ(ε, k) → 0

as k → ∞. This implies that asymptotically, the bound holds with probability

limk→∞ 1 − δ(ε, k) = 1, thus yielding the known almost sure convergence results,

e.g. of [14, 15]. But Proposition 5.3 provides additional information w.r.t. the

asymptotic results [14, 15], since the bound holds also for any finite k, albeit

within a confidence level tuned by ε and not almost surely.

A similar result can be derived for the averaged case.
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Proposition 5.4 (Without additive noise – averaged). Let Assumptions 4.1

and 4.3 hold, with ei = 0 a.s. for all i ∈ [n]; let {z(k)}k∈N be the trajectory

generated by the stochastic Banach-Picard.

Let ε ∈ (0, pi], then for each coordinate, i ∈ [n], with probability 1− δ(ε, k + 1)

we have:

‖(Ii − Ti)z(k)‖2
i ≤

1

(k + 1)(pi − ε)
α

1− α ‖zi(0)− z∗i ‖2
i

where δ(ε, k + 1) and D(pi − ε||pi) are defined as in (5.3).

Proof. Appendix B.3.6. �

Recalling that the fixed point residual in a deterministic scenario convergences

as [13]

‖(Ii − Ti)z(k)‖2
i ≤

1

k + 1

α

1− α ‖zi(0)− z∗i ‖2
i

we see once again that introducing random coordinate updates – which implies

that the RHS is divided by pi − ε < 1 – degrades the speed of convergence.

Similarly to the contractive case, a consequence of this result is the almost sure

convergence, with the difference that Proposition 5.4 provides a non-asymptotic,

high probability bound as well, differently from [14].

5.3.2 High probability v. almost sure convergence

The previous sections presented convergence results in terms of mean and high

probability bounds, and only in the absence of additive error could we derive

almost sure convergence results. In this section then we discuss the question: can

we achieve almost sure convergence in the framework defined in section 4.3?

First of all, consider the quasi-contractive scenario of Assumption 4.2. By the

proof of Proposition 5.1 we know that ‖zi(k + 1)− z∗i ‖i ≤ ζui(k) ‖zi(k)− z∗i ‖i +

ui(k) ‖ei(k)‖i, which implies that the always present source of randomness ‖ei(k)‖i
would not allow ‖zi(k)− z∗i ‖i to settle on a single value – and hence zi(k) cannot

reach a fixed point.

The following result, on the other hand, shows that we do achieve asymptotic

almost sure convergence to a neighborhood of the fixed point.

Corollary 5.1 (Convergence to neighborhood). Let Assumptions 4.1 and 4.2

hold, and let {z(k)}k∈N be the sequence generated by (4.6).
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Then for each coordinate, i ∈ [n] it holds that:

lim sup
k→∞

‖zi(k)− z∗i ‖i ≤
µi

1− ζ a.s..

Proof. Appendix B.3.7. �

We conclude this section remarking that it is possible to prove almost sure

convergence of the stochastic Banach-Picard in another particular case: when

the additive noise is diminishing – roughly, when the sequence {‖ei(k)‖i}k∈N is

summable, as proved in e.g. [14, 105]. The following example shows how the

proposed framework can be applied to study this scenario.

Corollary 5.2 (Vanishing additive error). Consider the stochastic update (4.6)

under Assumption 4.2, and suppose that: (i) pi = 1, i ∈ [n], and (ii) the additive

errors are such that ‖ei(k)‖i ∼ subW (θ, νi(k)), with νi(k)→ 0 as k → +∞; then:

lim sup
k→∞

‖zi(k)− z∗i ‖i = 0 a.s..

Proof. Appendix B.3.8. �

From the discussion above, we can clearly see that almost sure convergence

can be achieved – either to a set, in the general case, or to the fixed point, in

particular scenarios. However, this type of convergence only provides asymptotic

results, contrary to the high probability convergence analysis, which provides

bounds that hold for all k ∈ N.

Conclusion

In this chapter we have studied the convergence of the framework characterized

by (4.5) and Assumptions 4.1 to 4.3. The results are given both in expectation

and in high probability, where the latter is done using the tool of sub-Weibull

random variables. We also provided results in case there are no additive errors

or they are present but vanish over time. A discussion and comparison of these

results with their “non-stochastic” counterparts is also presented. In section 6.2
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we present some numerical results derived for a federated learning application

which falls within the framework (4.5).
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6
Numerical Results

The following chapter will discuss some numerical results for the algorithms that

were discussed in this part of the thesis. In section 6.1 we present results for

the robust, distributed ADMM of chapter 3 in the presence of both asynchrony

and communication failures. The simulations validate the convergence results, in

particular showing that the linear convergence rate is tight, and point to the inter-

esting fact that a wider range of parameters (α, ρ) could be allowed for ADMM.

In section 6.2 we propose instead some results derived on a federated learning ap-

plication, in which we apply a gradient descent method over a multi-agent system

with star topology. The federated algorithm is subject to sub-Weibull additive

errors, and we show how the heaviness of their tails influences performance.

6.1 Robust distributed optimization

In this section we present numerical results that showcase the convergence prop-

erties of the robust distributed ADMM presented in chapter 3.

6.1.1 Error trajectories

We consider a random geometric graph with N = 25 nodes, and quadratic costs

fi(xi) = (1/2)x>i Qixi − 〈ri, xi〉, with Qi = Q>i � 0, and n = 5. We performed a

set of Monte Carlo simulations, each 500 iterations long and averaging over 100

realizations of the uniformly distributed packet loss and update random variables.

Figure 6.1 depicts the error ‖x(k)− x∗‖ for different values of α when both

packet losses and asynchronous updates are present. First of all we notice that, the
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convergence is linear. Moreover, the closer α is to 1, the faster the convergence is;

notice that, although Proposition 3.1 does not guarantee convergence for α = 1,

this is nonetheless achieved. This result suggests that ADMM is advantageous

w.r.t. the Lagrangian ADMM, which is characterized by α = 1/2.
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10−4

10−2

100

‖x
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−
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α = 0.25
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α = 0.75

α = 1.0

Figure 6.1: Error trajectories for different values of α; with pλ = 0.4, pµ = 0.8, ρ = 1.

Figure 6.2 depicts the error for different values of the packet loss probability pλ.

The result is that the larger pλ is, the slower the convergence, since the number

of updates performed at each iteration decreases.

Finally, Figure 6.3 depicts the stable pairs of values (ρ, α) for different packet

loss probabilities and pµ = 1. A pair (ρ, α) is considered stable if it leads to

convergence of Algorithm 1 over all of the Monte Carlo iterations. The curves in

Figure 6.3 represent the upper bound to the value of α that gives stable pairs.

An interesting feature of the proposed algorithm is that the larger the packet loss

probability is, the larger the stability region. This is however counterbalanced by

the fact that the convergence rate increases as the packet loss grows larger (cf.

Figure 6.2).

6.1.2 Convergence rate

We consider now a random geometric graph with N = 5 nodes and n = 2, the

same quadratic cost for each agent, and for simplicity pµ = 1. We evaluate the
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Figure 6.2: Error trajectories for different values of pλ; with pµ = 0.8, α = 0.75, ρ = 1.
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Figure 6.3: Stability boundaries in the (ρ, α) plane for different values of pλ. Below
each curve are included the stable pairs of parameters, which lead to convergence over
all of the Monte Carlo simulations.

empirical convergence rate of the ADMM γ̂, computed as the slope of the error

trajectory’s logarithm, averaged over 100 Monte Carlo simulations, each 1000

iterations long. Figure 6.4 depicts the results. Notice that, as evidenced also
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Figure 6.4: Empirical convergence rate for different values of the parameters α (top)
and ρ (bottom), with N = 5 and n = 2. For the top figure we choose ρ = 0.5, and for
the bottom we choose α = 0.95.

by Figure 6.1 above, the larger α is, the lower the convergence rate. This is a

consequence that the larger α is, the less weight we give to the identity operator

in the relaxed Peaceman-Rachford operator (1− α)I + α reflρdg ◦ reflρdf . On the

other hand, in this particular scenario the larger is ρ, the worse the convergence

rate.

Moreover, for each choice of α ∈ (0, 1), ρ ∈ [0.5, 10] and pλ ∈ {0, 0.2, 0.4, 0.6},
we computed γ̄, which by Proposition 3.2 gives a bound to the convergence rate

that holds in mean. Indeed, as evidenced by Table 6.1, the bound appears to be

extremely tight, with a maximum difference that is less than 1‰.

Table 6.1: Difference between empirical and theoretical convergence rate.

Maximum Minimum Mean ± Std
|γ̂−γ̄|
γ̄

4.9× 10−5 8.28× 10−11 (1.1± 2.8)× 10−6

Finally, Figure 6.5 depicts the empirical rate for complete graphs with different

numbers of nodes, and for different packet loss probabilities. The cost is quadratic

and equal for all the agents. As remarked above, the larger pλ is, the larger γ̂;

and, in this particular case, the convergence rate degrades monotonically with

74



10 15 20 25 30 35 40 45 50

Num. of nodes

0.75

0.80

0.85

0.90

0.95

E
m

p
ir

ic
al

co
n
v
.

ra
te

pλ = 0.0

pλ = 0.2

pλ = 0.4

pλ = 0.6

Figure 6.5: Empirical convergence rate for complete graphs of different size and for
different pλ, with pµ = 0.8, n = 2, α = 0.95, ρ = 0.5.

the number of nodes in the graph.

6.2 Stochastic federated learning

In this section we discuss numerical results derived by applying the stochastic

framework of chapters 4 and 5 to federated learning. We start the section by

briefly reviewing the topic, while for a complete background we refer to [39, 40].

6.2.1 Preliminaries

Problem formulation

The goal of federated learning is to solve an optimization problem that depends

on data stored locally by different agents. In particular, as in distributed opti-

mization we want to solve the problem:

x∗ ∈ arg min
x∈RnN

N∑

i=1

fi(xi) (6.1a)

s.t. x1 = · · · = xN (6.1b)

75



where x∗ = x∗ ⊗ 1N , and x∗ ∈ arg minx∈Rn
∑N

i=1 fi(x). However, differently from

the more general distributed optimization, in federated learning we assume that

the multi-agent system has a star topology1, with a central coordinator that can

communicate with all other nodes.

The learning part of the name comes from the fact that we usually consider

costs of the form:

fi(x) =

mi∑

j=1

`ij(x) + ri(x)

where `ij ∈ F0,∞ (Rn) is a loss function that depends on one of the mi data points

stored by agent i, and ri ∈ F0,∞ (Rn) is a regularization function, e.g. (w/2) ‖x‖2

or w ‖x‖1.

Federated gradient descent

Assuming that the fi are smooth, a common approach to solving (6.1) is to apply

a gradient descent method. Specifically, the general algorithm can be defined as:

yi(k) = x(k)− α∇fi(x(k)) i ∈ [N ] (6.2a)

x(k + 1) =
1

N

N∑

i=1

yi(k), k ∈ N (6.2b)

where (6.2a) are updates performed (in parallel) by the agents using the data

they store, and (6.2b) is an averaging step performed by the coordinator.

There are several variations on the theme of (6.2) that are relevant in practical

applications, for example:

• only a (randomly picked) sub-set of the agents [N ] performs the local up-

dates (6.2a) at each iteration k ∈ N;

• the local data-sets are not homogeneous, e.g. the number of local data

points varies widely between agents, or the data are drawn from different

distributions;

1Although fully decentralized variations have been studied as well.
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• the agents employ inexact gradients when performing the local updates (6.2a),

that is

yi(k) = x(k)− α∇̂fi(x(k)) i ∈ [N ].

In the following we are interested in the latter scenario, and in particular we

will present numerical results derived when

∇̂fi(x) = ∇fi(x) + ei

with ei such that ‖ei‖ ∈ subW (θ, ν).

6.2.2 Set-up

We focus on solving a linear regression problem, characterized by the costs:

`ij(x) = (aijx− bij)2,

where (aij, bij) ∈ R1×n × R are the data points, and w > 0.

The data are randomly generated using the make_regression routine in scikit

-learn [179], with parameters N = 25 agents, size of the problem n = 50,

mi = 200. Given that
∑mi

j=1 `ij(x) are convex (since mi > n), we use a 2-norm

regularization ri(x) = w
2
‖x‖2 with w = 1/2.

We apply the federated gradient descent, with step-size chosen as α = 2/(L+µ),

with L and µ the smoothness and strong convexity moduli of the local costs. As

mentioned above, the agents have access only to the inexact gradients ∇̂fi(x) =

∇fi(x)+ei to perform the local updates (6.2a). We generate ei so that it satisfies

Assumption 4.1(ii) with ‖ei‖ ∼ subW (θ, 1).

The simulations are performed by running the federated, inexact gradient de-

scent for 25 iterations, and we performed 1000 Monte Carlo iterations of each

simulation.

6.2.3 Results

In the following results we compare the performance of the federated algorithm

for different values of the tail parameter θ.
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Figure 6.6 depicts the mean of the error trajectories as computed over the 1000

Monte Carlo repetitions. As we can see, the error trajectories stabilize on an

asymptotic error after an initial transient. Recalling from Proposition 5.1 that

E [‖zi(k)− z∗i ‖i] ≤ ζk ‖zi(0)− z∗i ‖i + pi
1− ζk
1− ζ µi

we see that the transient is due to the term ζk ‖zi(0)− z∗i ‖i, and the asymptotic

error is instead bound by the second term, pi
1−ζk
1−ζ µi.

Moreover, we can see that errors with heavier tails (that is, larger θ) lead to worse

asymptotic errors, since the corresponding means are larger.
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Figure 6.6: Mean error trajectories for the federated gradient descent with different tail
parameters of the additive errors.

Figure 6.7 reports the histograms characterizing the distribution of the asymp-

totic errors for different tail parameters. Specifically, for each of the 1000 Monte

Carlo repetitions we compute the asymptotic error as the maximum value of the

error during the last 4/5 of the simulation. Then we plot an histogram of these

values.

As we can see, heavier tails lead in general to larger asymptotic errors (cf. the

different scales of the x-axes). Moreover, the larger θ is, the longer are the tails
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Figure 6.7: Histograms characterizing the distribution of the asymptotic errors for
different tail parameters.

of the asymptotic error distribution.
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7
Online Optimization

In this chapter we turn our attention form the stochastic optimization of chap-

ters 3 to 5 to online optimization, also known as time-varying optimization. This

class of problems is characterized by the fact that costs and constraints (if any)

change over time, and requires a paradigm shift in the design of algorithms and

their convergence analysis. After formalizing the concept of online optimization,

we introduce the prediction-correction framework, which leverages the dynamic

structure of the problem to improve its solution.

7.1 Problem formulation

We are interested in the solution of online problems, that is, of a sequence of

static problems in the form:

x∗(k) = arg min
x∈X

fk(x) + gk(x), k ∈ N (7.1)

where fk ∈ Fµ,∞ (X), and either gk ∈ F0,∞ (X) or gk ≡ 0, for all k ∈ N. With

k ∈ N we index the “sampling times”, that is, the instants when a new problem in

the sequence arrives. We denote by Ts the inter-arrival time or sampling period,

that is, the time in seconds between consecutive problems.

Our aim is to design online algorithms that can solve (7.1), in the sense that

they can track within some precision the solution trajectory {x∗(k)}k∈N. For this

aim to be feasible, in the following we adopt the assumption that consecutive

problems in (7.1) are closely related. That is, we assume that the solution to the
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problem at time k is close to the solution of the problem at time k+1. This point

of view, largely justified by practical applications, see e.g. [42, 49], will also allow

us to leverage previous data and computations in order to improve the solution

of successive problems. We formalize this assumption as follows.

Assumption 7.1 (Distance of consecutive solutions). Let {x∗(k)}k∈N be the

sequence of (unique) solutions to the problems in (7.1). We assume that there

exists a sequence {σ(k)}k∈N, with 0 ≤ σ(k) <∞, such that

‖x∗(k + 1)− x∗(k)‖ ≤ σ(k), ∀k ∈ N.

We remark that problem (7.1) can be interpreted as the sequence of (static)

problems sampled from a continuously time-varying problem

x∗(t) = arg min
x∈X

f(x; t) + g(x; t), t ∈ R+ (7.2)

with the instants tk = kTs being the sampling times. This perspective suggests

that the optimal sequence {x∗(k)}k∈N corresponds to the sampled version of the

optimal continuous trajectory x∗(t), t ∈ R+.

In this thesis we choose to design discrete-time online algorithm and so we

consider the sampled version (7.1); but a continuous-time design approach is also

possible, see [42, 49] for a discussion. Nonetheless, this continuous-time view will

inform the design of the proposed framework, and its convergence analysis in

chapter 8.

Remark 7.1 (Strongly convex vs. convex problems). In (7.1) we assume the term

fk to be strongly convex, which implies that the problems in the sequence have

a unique solution. While this is a somewhat restrictive assumption, it allows for

a tighter and more refined convergence analysis. Moreover, any convex problem

can be made strongly convex e.g. with the addition of a small regularization. Of

course the set of solutions is perturbed, but the improved convergence properties

may actually lead to better performance. This point will be extensively argued

in chapter 9.
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7.2 Prediction-correction framework

Suppose that an operator theoretical solver O for each problem in the sequence (7.1)

is available. By this we mean that O can be applied to solve each problem in (7.1).

Example 7.1. Let fk ∈ Fµ,L (X) and gk ≡ 0 for all k ∈ N. Then the gradient

solver O can be applied, with Tk = I − ρ∇fk(·).

A first approach to the solution of (7.1) is to (i) observe a new problem at time

k, and (ii) apply a number of steps of O to approximately solve it – and then

repeat.

This set-up however does not leverage an important piece of information: that

consecutive problems are similar, as formalized in Assumption 7.1. For this rea-

son we introduce the prediction-correction scheme. This framework has been

formalized in [A3], drawing on a wide literature, see [180, 125, 119, 136, 130, 120,

126, 138]. The framework is characterized by the following two steps, where x(k)

denotes the output of the online algorithm at time k:

• Prediction: at time k, we approximate the as yet unobserved costs fk+1(x),

gk+1(x) using the past observations, up to time k included. Let f̂k+1(x),

ĝk+1(x) be such predicted costs, then we solve the problem

x̂∗(k + 1) = arg min
x∈X

f̂k+1(x) + ĝk+1(x) (7.3)

with initial condition x(k), which yields the prediction x̂∗(k+1). In practice,

it is possible to compute only an approximation of x̂∗(k + 1), denoted by

x̂(k + 1), by applying NP ∈ N steps of a solver Ô (which may be different

from O).

• Correction: when, at time k+ 1, the costs fk+1(x), gk+1(x) are made avail-

able, we can correct the prediction computed at the previous step by solving:

x∗(k + 1) = arg min
x∈X

fk+1(x) + gk+1(x) (7.4)

with initial condition equal to x̂(k+ 1). We will denote by x(k+ 1) the (in

general approximate) correction computed by applying NC ∈ N steps of the

solver O.
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In other words, the prediction-correction scheme leverages the regularity of (7.1)

(that is, the similarity between consecutive problems) to perform a prediction

step, whose output serves to warm-start the correction step. The prediction of

the cost is computed using the information available up to time k, which includes

all the past history of observed costs. Section 7.3 will discuss specific prediction

strategies, but for the time being we allow for any choice of predicted function

such that the following assumptions are verified.

Assumption 7.2 (Prediction cost class). The predicted costs are such that for

all k ∈ N we have f̂k+1 ∈ Fµ,∞ (X), and ĝk+1 ∈ F0,∞ (X) or ĝk+1 ≡ 0 if gk+1 ≡ 0.

Assumption 7.3 (Prediction accuracy). Let x̂∗(k + 1) be the (unique) solution

to the prediction problem (7.3). We assume that there exists 0 ≤ τ(k) <∞ such

that

‖x̂∗(k + 1)− x∗(k + 1)‖ ≤ τ(k), ∀k ∈ N.

Figure 7.1 depicts the flow of the prediction-correction scheme, highlighting the

information available at each time and the output of the online algorithm.

0 k k + 1

available
information

x(k), {f`, g`}`≤k fk+1, gk+1

prediction
x̂(k + 1)

corrected
prediction
x(k + 1)

+

Ô(NP)
O(NC)

Figure 7.1: The prediction-correction scheme.

Algorithm 2 reports the proposed prediction-correction scheme. The parameters

that need to be chosen are the prediction and correction horizons NP, NC (in

a machine learning context we may call them number of epochs), the operator

theoretical solvers O and Ô, and a prediction method. At time k, the algorithm

generates the prediction function and applies NP steps of the solver Ô to it,

using as a warm-starting condition the solution to the last correction problem.
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Afterwards, the actual problem at time k+1 is sampled and the algorithm applies

NC steps of the solver O to it, using the prediction as an initial condition. Notice

that using different solvers for the prediction and correction steps may allow to

exploit specific structures in the respective problems (for example, in the case

of Taylor expansion-based prediction of section 7.3.3, the smooth term of the

prediction problem is quadratic).

Algorithm 2 Primal prediction-correction method template

Input: x(0), horizons NP and NC, specify the solvers O and Ô, and a prediction
method.

1: for k = 0, 1, . . . do
// time k (prediction)

2: Generate the functions f̂k+1(x) and ĝk+1(x) using the available informa-
tion up to time k

3: Apply NP steps of the solver Ô to problem (7.3) with initial condition
x(k)

// time k + 1 (correction)
4: Observe the cost functions fk+1(x) and gk+1(x)
5: Apply NC steps of the solver O to problem (7.4) with initial condition the

prediction x̂(k + 1)
6: Set x(k + 1) equal to the last iterate of the method
7: end for

7.2.1 A unified framework

As mentioned above, the prediction-correction scheme allows to exploit the regu-

larity of the problem to perform prediction and thus enhance the convergence of

the online algorithm. Beside this fact, another very important aspect is that it

serves as a unified framework for different approaches to online or time-varying

optimization. Indeed, with different choices of NP and NC the framework sub-

sumes different classes of online algorithms:

• correction-only (NC > 0, NP = 0): when no prediction is employed, the

framework reduces to the application of O to each problem in (7.1), warm-

starting it with the output of the previous time. This approach is widely

used in control and signal processing, see [42, 49];
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• prediction-only (NP > 0, NC = 0): if we do not apply correction, the

framework reduces to the approach usually employed in the online learning

literature, see e.g. [117, 177, 24]. In this set-up, the solver is interpreted

as an agent making the decisions x(k + 1) at time k; when the (possibly

adversarial) environment then reveals fk+1 and gk+1, the agent incurs a

regret, which encodes how well (or how badly) x(k + 1) approximates a

solution to the problem at time k + 1.

To summarize, if we are allowed to compute x(k + 1) using only information

collected up to time k then we apply prediction-only algorithms; if we can use

information up to time k + 1 included, then we can use either correction-only

or prediction-correction, with the latter showing better performance (cf. sec-

tion 10.1). Figure 7.2 depicts the difference between the two approaches in terms

of the solver/decision-maker interaction with the environment.

0 k k + 1

Environment

Solver

Environment

Solver

fk
x(k + 1)

fk+1
x(k + 2)

(a) Prediction-only.

0 k k + 1

Environment

Solver

fk x(k)

Environment

Solver

fk+1 x(k + 1)

(b) Prediction-correction or correction-only.

Figure 7.2: A depiction of the interaction between solver (or decision-maker) and the
environment, which highlights (i) when the environment makes a new cost available,
and (ii) when the solver applies the decision it made.
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Remark 7.2 (Intermittent prediction-correction). In this thesis we assume that

a new problem in the sequence (7.1) is observed at each time k ∈ N. However,

in some scenarios of practical interest (such as online optimization with a cloud-

based solver) the stream of data/problems may be interrupted at certain times.

In this case, we can substitute non-received problems with predictions computed

using the past information, and study the resulting solvers within the prediction-

correction framework. In [A14] we consider this scenario and discuss a Taylor-

based intermittent prediction strategy (cf. section 7.3).

7.3 Prediction strategies

In this section we discuss some particular prediction strategies that can be used

in a modular fashion within the prediction-correction framework of section 7.2.

These strategies are by no means the only possible ones (see e.g. [138, 113] for

other approaches), and indeed specific knowledge of problem’s (7.1) structure can

be exploited to tailor the prediction.

7.3.1 One-step-back prediction

The most straightforward prediction method is the choice

f̂k+1(x) = fk(x), ĝk+1(x) = gk(x) (7.5)

which simply employs the last observed cost as a prediction of the next. This

choice is suitable also for non-smooth costs, for example indicator functions, and

does not require any knowledge of how the cost varies over time, except for

the assumption that the costs at two subsequent times are sufficiently similar.

Indeed, in the following, we assume that the (generally) non-smooth costs gk are

always predicted with a one-step-back prediction. We remark that using this

strategy guarantees that the predicted problem inherits the same properties of

the correction one.

This one-step-back strategy is implicitly employed in online learning, in which

the decision x(k+ 1) to be applied at time k+ 1 is computed solving the problem

observed at time k. After the decision has been computed, the next problem is

made available and the solver incurs a regret, see e.g. [117, 177, 181].
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7.3.2 Extrapolation-based prediction

We now look at extrapolation-based prediction. First of all we briefly review

polynomial interpolation and then use it to design the prediction function; see

[182, Chapter 8] for background.

Polynomial interpolation

Let ϕ : R → R be a scalar function that we want to interpolate from the pairs

{(ti, ϕi)}Ii=1 where ϕi := ϕ(ti), and with ti 6= tj for any i 6= j. The interpolated

function is then defined as [182, Theorem 8.1]:

ϕ̂(t) =
I∑

i=1

ϕi`i(t), with `i(t) =
∏

1≤j≤I
j 6=i

t− tj
ti − tj

. (7.6)

Since in the following we are interested in evaluating the interpolated function

at a point t that lies outside the interval [t1, tI ], we will refer to the resulting

function as extrapolation.

Extrapolation-based prediction

The key to designing this prediction strategy is to interpret the online prob-

lem (7.1) as the sampled version of the continuous-time problem (7.2). The idea

is to define the continuous-time function f(x; t) : X × R+ → X (that we sample

to get {fk}k∈N) and apply the polynomial interpolation technique (7.6) to f(x; t)

w.r.t. the scalar variable t ∈ R+. In particular, we compute the predicted func-

tion f̂k+1 from the set of past functions {fi}ki=k−I+1. Since the sampling times are

multiples of Ts, it is easy to see that the coefficients in (7.6) become:

`i := `i(tk+1) = (−1)i−1

(
I

i

)
,

and the prediction is thus given by

f̂k+1(x) =
I∑

i=1

`ifk+1−i(x), ∀x ∈ X. (7.7)
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In the following we will make use of the fact that, by the properties of the binomial

coefficients, we have
∑I

i=1 `i = 1.

We remark that in general f̂k+1 may fail to be convex, since it is a linear

combination of convex functions. In chapter 8 we will study the convergence of

the prediction-correction solver under assumptions that guarantee the convexity

of f̂k+1.

7.3.3 Taylor expansion-based prediction

In this section we introduce a prediction strategy that requires the (twice) dif-

ferentiability of the cost, and we discuss it when X is an Euclidean space (i.e.

finite-dimensional, w.l.o.g. X = Rn).

Consider once again the continuous-time function f(x; t) : Rn × R+ → Rn

and assume that for any t ∈ R+ it holds f(·; t) ∈ Fµ,L (Rn) and f(·; t) is twice

differentiable in x and t. The idea is to use the 2nd order Taylor expansion of

f(x; t) centered in (x(k); k) as a prediction. In particular, we choose:

f̂k+1(x) = fk(x(k)) + 〈∇xfk(x(k)),x− x(k)〉+ Ts∇tfk(x(k))+

+
T 2

s

2
∇ttfk(x(k)) + Ts〈∇txfk(x(k)),x− x(k)〉+

+
1

2
(x− x(k))>∇xxfk(x(k))(x− x(k)).

(7.8)

This is a quadratic approximation of the cost, with Hessian ∇xxfk(x(k)), which

implies that the prediction verifies f̂k+1 ∈ Fµ,L (Rn) and that it is twice differen-

tiable as well.

We remark that in most solvers, the information required at each step is only

the gradient of f̂k+1, which means that only evaluations of ∇xfk, ∇txfk, and

∇xxfk are required. For this reason, several prediction-correction methods apply

a 1st order Taylor expansion to the gradient directly, e.g. [125, 130]. The two

approaches are equivalent, in the sense that the gradient of (7.8) coincides with

the output of these gradient prediction strategies.

We further remark that, although the Taylor-based prediction requires the com-

putation of second order derivatives, it does so only once, at the beginning of each

prediction phase. Moreover, we use this second order information to construct a

quadratic approximation of the cost, but we do not require the inversion of the
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Hessian. This is different from second order methods, proposed in a time-varying

context in e.g. [129, 125], which evaluate the Hessian and compute its inverse at

each step.

Approximate time-derivative

In order to compute the Taylor approximation (7.8), knowledge of the derivative

∇txfk is required. However, in general it may not be available in closed form,

and approximations of the time-derivative need to be combined with the proposed

scheme.

A simple and effective choice is the backward finite difference [182]:

∇̂txfk(x) = (∇xfk(x)−∇xfk−1(x)) /Ts. (7.9)

7.4 Constrained online optimization

The prediction-correction framework discussed in this chapter can also be em-

ployed to solve constrained online optimization problems. In the following we

describe some of the classes of constrained problems that can fit into the frame-

work; for more details we refer to [A3].

Constraints with convex sets

The cost gk in (7.1) is closed, convex and proper, hence possibly non-smooth.

This means that gk can be the indicator function of a closed and convex set,

possibly time-varying.

Inequality constraints

The proposed framework can also handle (explicit) constrained optimization prob-

lems in the form

min
x∈X

fk(x) s.t. gk(x) ≤ 0m,

where fk ∈ Fµ,L (X) and the constraint gk : X→ Rm is convex and differentiable

w.r.t. x.
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To do so, we define the Lagrangian of the problem as Lk(x,w) = fk(x) +

〈w, gk(x)〉 − ε ‖w‖2 /2, with the constraint w ≥ 0, and where we added a dual

regularization term with 0 < ε � 1. The Tikhonov regularization ensures that

the Lagrangian is strongly concave in w, and does not significantly alter the

solutions if the weight ε is very small – see the discussion in chapter 9.

Since Lk is strongly convex-strongly concave and differentiable in x and w, to

find a saddle point we can then apply a projected gradient descent-ascent on the

Lagrangian, in which we project w onto Rm
+ . For a sufficiently small step-size ρ,

the resulting primal-dual gradient descent-ascent is a contractive solver and fits

in the proposed framework.

Linear constraints

Another important class of constrained problems that fits the proposed framework

is of the form:

x∗(k),y∗(k) = arg min
x∈Rn,y∈Rm

fk(x) + gk(y)

s.t. Ax+By = c,
(7.10)

where fk ∈ F0,∞ (Rn), gk ∈ F0,∞ (Rm), and A ∈ Rp×n, B ∈ Rp×m, c ∈ Rp.

To solve (7.10) we can exploit the approach described in section 2.2.3. Specifi-

cally, we derive the dual problem

w∗(k) ∈ arg min
w∈Rp

{
dfk(w) + dgk(w)

}

where

dfk(w) = f •k (A>w)− 〈w, c〉 and dgk(w) = g•k(B
>w).

The dual problem is time-varying, and in the form of (7.1), which means that

we can apply the proposed prediction-correction framework in the dual space,

deriving tailored convergence conditions, for which we refer to [A3, A15].

This discussion shows that the proposed framework is general enough to include

important classes of constrained online optimization problems. For this reason, in

the following we will explicitly study the convergence of the framework as applied
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to (7.1).

Conclusion

This chapter introduced online optimization problems and the prediction-correction

scheme, which can be seen as a general-purpose solution approach to this class of

problems. We have also introduced different prediction strategies that can be used

within the context of prediction-correction, depending on the problem’s proper-

ties. In the following chapter we will study the convergence of this approach, first

from a general (prediction-agnostic) perspective, and then providing results for

specific prediction strategies. We will compare them in terms of the assumptions

and information they require, and we refer to section 10.1 for numerical results

that further explore this comparison.
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8
Online Convergence Analysis

In this chapter we analyze the convergence of the prediction-correction framework

discussed in chapter 7 for online optimization. Owing to the fact that the frame-

work is built on the idea of operator theoretical solver, we study the convergence

leveraging operators and their properties. We provide both prediction-agnostic

results, that make use of a minimal set of assumptions, and results tailored to

different prediction strategies.

8.1 General convergence analysis

Since we assume the online problem of interest to be strongly convex, we know

that we can design contractive operator solvers for it – which have a unique fixed

point, see section 2.2. In the following we assume that the distance between

consecutive fixed points is bounded as in Assumptions 7.1 and 7.3.

Assumption 8.1 (Distance consecutive fixed points). Denote by {z∗(k)}k∈N and

{ẑ∗(k)}k∈N the sequences of fixed points of the solvers O and Ô as applied to the

correction (7.4) and prediction (7.3) problems, respectively. We assume that

‖z∗(k + 1)− z∗(k)‖ ≤ σ(k) <∞
‖ẑ∗(k + 1)− z∗(k + 1)‖ ≤ τ(k) <∞

, ∀k ∈ N.

This assumption will usually be a consequence of Assumptions 7.1 and 7.3, as

shown in section 8.2. We remark that the distance between consecutive solutions

and between consecutive fixed points may be different – when they do not coincide
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(as in the case of Peaceman-Rachford, cf. Example 2.6) we define σ and τ as the

largest of the two distances.

The following convergence result can be given.

Proposition 8.1 (General convergence). Consider the prediction-correction frame-

work employing O = (T ,X ) and Ô = (T̂ , X̂ ) for the correction and prediction

problems, respectively. Assume that T and T̂ are ζ-contractive1, and let Assump-

tion 8.1 hold. Choose the prediction and correction horizons NC and NP such

that at least one of them is positive. Then the error incurred by the online solver

is upper bounded by:

‖z(k + 1)− z∗(k + 1)‖ ≤ ζNC

(
ζNP ‖z(k)− z∗(k)‖+ ζNPσ(k) + ξ(NP)τ(k)

)

‖x(k + 1)− x∗(k + 1)‖ ≤ ‖z(k + 1)− z∗(k + 1)‖ ,
(8.1)

where we define

ξ(`) =





0 if ` = 0

1 + ζ` otherwise
.

Proof. Appendix C.1.1. �

Iterating (8.1) in Proposition 8.1 yields the bound

‖z(k)− z∗(k)‖ ≤ ζk(NC+NP) ‖z(0)− z∗(0)‖+

+
k−1∑

j=0

ζ(k−j−1)(NC+NP)ζNC
(
ζNPσ(j) + ξ(NP)τ(j)

)
.

(8.2)

Taking the limit of (8.2) for k →∞, we can then see that the first term converges

to zero (and so asymptotically the initial condition does not influence the error).

However, the second term in (8.2) does not converge to zero, which implies that

there may be an asymptotic tracking error.

For example, letting σ := supk∈N σ(k) and τ := supk∈N τ(k), and using the facts

1Since T and T̂ are different, it may be that their contraction constants are different – in
this case, we take the largest of the two constants as the common contraction.
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σ(k) ≤ σ and τ(k) ≤ τ in (8.2) yields

lim sup
k→∞

‖z(k)− z∗(k)‖ ≤ ζNC

1− ζNC+NP

(
ζNPσ + ξ(NP)τ

)
(8.3)

which gives an upper bound to the asymptotic tracking error.

Remark 8.1 (Inexact convergence in online optimization). The bound provided

in Proposition 8.1 shows an important feature of online optimization problems,

which was anticipated in chapter 7: online algorithms in general do not reach ex-

act convergence. Rather, as (8.2) shows, a non-zero asymptotic error is unavoid-

able unless further assumptions are made. This observation motivates our choice

to study strongly convex online problems. Indeed, if the problem of interest were

convex, then the addition of e.g. a regularization would turn it into a strongly

convex one, at the cost of perturbing the solutions. But the prediction-correction

solver converges inexactly, for both convex and strongly convex problems, and in

the latter case has better convergence properties (the solver is contractive rather

than only averaged). This suggests that perturbing the solutions in favor of bet-

ter solver properties may be a worthwhile technique in online optimization, as

explored in more detail in chapter 9.

Remark 8.2 (Prediction- and correction-only convergence). We remark that the

bound proposed in Proposition 8.1 provides a convergence result for the partic-

ular cases of prediction-only (using the one-step-back prediction strategy) and

correction-only as well. As discussed in section 7.2.1, the prediction-correction

framework subsumes these two cases, and Proposition 8.1 yields:

‖z(k + 1)− z∗(k + 1)‖ ≤ ζNP ‖z(k)− z∗(k)‖+ σ(k) (prediction-only)

‖z(k + 1)− z∗(k + 1)‖ ≤ ζNC
(
‖z(k)− z∗(k)‖+ σ(k)

)
(correction-only).

We can see that for the correction-only case, the term σ(k) is weighted by ζNC ,

while this is not the case for the prediction-only case. This is a consequence of the

fact that the prediction-only algorithm cannot mitigate the effect of z∗(k+1) being

different from z∗(k), because the decision z(k+ 1) is taken without knowledge of

the problem at time k + 1. On the other hand, the correction-only algorithm is

working towards the solution of the problem sampled at k+ 1, which means that
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the distance of consecutive fixed points (or solutions) has still a role, but it can

be reduced.

Eventually static problem

An interesting scenario for which the tracking error can be shown to converge to

zero is that of an “eventually static” problem, in the sense that asymptotically

the problem stops varying.

Corollary 8.1 (Eventually static problem). Assume that limk→∞ σ(k) = 0 and

limk→∞ τ(k) = 0. Then, the error incurred by a prediction-correction method that

uses the solvers O and Ô converges to zero:

lim sup
k→∞

‖z(k)− z∗(k)‖ = 0 and lim sup
k→∞

‖x(k)− x∗(k)‖ = 0.

Proof. Appendix C.1.2. �

While this convergence result is interesting, usually time-varying problems are

not eventually static, and therefore in the rest of the chapter we will consider

time-varying problems for which σ(k) and τ(k) do not decay to zero.

8.2 Convergence with different prediction strategies

In the following we particularize the general convergence results of the previous

section by introducing specific assumptions on the cost functions, and analyze

the different prediction strategies.

For simplicity we consider the case of X being an Euclidean space, w.l.o.g. X =

Rn, and formalize the model for the cost functions with the following assumptions.

Assumption 8.2. For all k ∈ N it holds (i) fk ∈ Fµ,L (Rn) and fk is twice

differentiable in x; (ii) gk ∈ F0,∞ (Rn), or gk ≡ 0; (iii) the solution x∗(k) to (7.1)

is finite.

Assumption 8.2(i) guarantees that each problem in the sequence (7.1) is strongly

convex and has a unique solution, which implies that the solution trajectory is

unique. Assumption 8.2(iii) guarantees that the solution does not diverge over

time, excluding for example the case fk(x) = (x− k)2.
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The following assumption is given in terms of the continuous-time function

f : Rn × R+ → Rn.

Assumption 8.3. The gradient of function f has bounded time derivative, that

is, there exists C0 > 0 such that ‖∇txf(x; t)‖ ≤ C0 for any x ∈ Rn, t ∈ R+.

Assumption 8.3 ensures that the continuous-time solution trajectory x∗(t), t ∈
R+, is Lipschitz in time. This formalizes the assumption introduces in section 7.1

that consecutive solutions in the discrete-time trajectory {x∗(k)}k∈N be close to

each other, thus making prediction-correction an effective approach.

Assumption 8.4. There exists a finite constant D0 ≥ 0 such that, for any

k ∈ N, it holds that ‖∇̃xgk+1(x∗(k))− ∇̃xgk(x
∗(k))‖ ≤ D0, with ∇̃xgj(x

∗(k)) ∈
∂gj(x

∗(k)), j = k, k + 1.

We remark that Assumption 8.4 is verified with D0 = 0 if g is static. If instead

g is time-varying, this assumption may be easy to verify (e.g. for an `1 norm) or

it may be more restrictive (e.g. for indicator functions). In the latter case, the

assumption requires a certain “feasibility overlap”, that is, it requires x∗(k) to be

feasible not only at time k but also at time k+1. In more detail, the convergence

analysis in the following needs the sub-differentials of both gk and gk+1 to be

defined at x∗(k); but since the sub-differentials are defined over a time-varying

domain, the assumption requires that consecutive domains overlap sufficiently.

Example 8.1 (Online linear regression). Consider the problem of reconstruct-

ing a sparse signal {y(k)}k∈N, y(k) ∈ Rn from the noisy measurements b(k) =

Ay(k) + e(k), with A ∈ Rm×n full row rank, and e(k) a random vector. To do

so we can apply a linear regression with `1-norm regularization (that promotes

sparsity) – that is, we want to solve the online problem:

x∗(k) = arg min
x∈Rn

1

2
‖Ax− b(k)‖2 + λ ‖x‖1

for some λ > 0. This problem satisfies Assumptions 8.2 to 8.4 with C0 =

supk∈N ‖b(k)− b(k − 1)‖ /Ts and D0 = 0.

Example 8.2 (Scalar problem [125]). Consider the scalar, smooth problem x∗(k) =
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arg minx∈R fk(x) with

f(x; t) =
1

2
(x− cos(ωt))2 + κ log (1 + exp (βx))

where ω = 0.02π, κ = 7.5, β = 1.75. The problem satisfies Assumptions 8.2

and 8.3 with µ = 1, L = 1 + κβ2/4, and C0 = ω

8.2.1 One-step-back prediction

The following result shows that, under the model specified by Assumptions 8.2

to 8.4, it is possible to bound the distance between consecutive solutions and,

as a consequence, between consecutive fixed points. In other words, this lemma

quantifies σ as defined in Assumptions 7.1 and 8.1.

Lemma 8.1 (Distance consecutive solutions). Let Assumptions 8.2 to 8.4 hold,

then the distance between the solution to (7.1) at times k and k + 1 is bounded

by:

‖x∗(k + 1)− x∗(k)‖ ≤ (C0Ts +D0)/µ.

Proof. Appendix C.1.4. �

A consequence of Lemma 8.1 is that, given a solver O = (T ,X ) for (7.1), there

exists d ≥ 1 such that

‖z∗(k + 1)− z∗(k)‖ ≤ d(C0Ts +D0)/µ, (8.4)

with d = 1 if X = I. This corollary is trivial in the case X = I, and can be

proved depending on the solver and problem properties otherwise. For example

[A3, Lemma A.2] shows (8.4) when the Peaceman-Rachford solver is used.

The bound σ(k) = σ = d(C0Ts + D0)/µ depends on the properties of the

cost functions (via C0 and µ for f , and D0 for g) and on the sampling time Ts.

Interpreting (7.1) as the sampled version of a continuous-time problem, the fact

that σ is proportional to Ts implies that more frequent sampling can lead to better

tracking of the optimal solution.

We can now combine (8.4) with the general convergence results of section 8.1

to derive the following.
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Corollary 8.2 (Correction- and prediction-only convergence). Let Assumptions 8.2

to 8.4 hold. The correction-only method, characterized by the choice NC > 0 and

NP = 0, converges with rate ζNC to a neighborhood of the fixed point trajectory

{z∗(k)}k∈N with radius bounded as:

lim sup
k→∞

‖z(k + 1)− z∗(k + 1)‖ ≤ ζNC

1− ζNC
d(C0Ts +D0)/µ. (8.5)

The prediction-only method, characterized by the choice NP > 0 and NC = 0,

and employing a one-step-back prediction strategy, converges with rate ζNP to a

neighborhood of the fixed point trajectory {z∗(k)}k∈N with radius bounded as:

lim sup
k→∞

‖z(k + 1)− z∗(k + 1)‖ ≤ 1

1− ζNP
d(C0Ts +D0)/µ. (8.6)

Proof. Appendix C.1.5. �

8.2.2 Extrapolation-based prediction

In this section we study the prediction-correction method when an extrapolation-

based strategy is used for f . To this end, we introduce the following model for

f .

Assumption 8.5. There exists H : Rn → Rn×n with µIn ≺ H(x) ≺ LIn, for

all x ∈ Rn, such that for any k ∈ N we have ∇xxfk(x) = H(x). Moreover, let

I ≥ 2, we assume that

∥∥∥∥
∂(I)

∂t(I)
∇xf(x∗(k + 1); τ)

∥∥∥∥ ≤ C(I), τ ∈ [tk+1−I , tk+1]. (8.7)

Assumption 8.5 requires that the Hessian of f be constant w.r.t. time, which

implies that the extrapolation-based prediction yields a strongly convex function.

Indeed, by the assumption we have

∇xxf̂k+1(x) =
I∑

i=1

`iH(x)
(i)
= H(x), ∀x ∈ Rn,

where (i) holds by the fact that
∑I

i=1 `i = 1.
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Lemma 8.2. Let Assumptions 8.2, 8.4 and 8.5 hold. The prediction-correction

method with extrapolation-based prediction (7.7) of order I ∈ N, I ≥ 2 for f and

one-step-back prediction for g, yields the following error:

‖x̂∗(k + 1)− x∗(k + 1)‖ ≤ (C(I)T Is +D0)/µ. (8.8)

Proof. Appendix C.1.6. �

As above, there exists d ≥ 1 such that ‖ẑ∗(k + 1)− z∗(k + 1)‖ ≤ d(C(I)T Is +

D0)/µ, with d = 1 if X = I. The following convergence result can then be

derived.

Corollary 8.3. Let Assumptions 8.2 to 8.5 hold. Consider the prediction-correction

method with extrapolation-based prediction of order I ∈ N, I ≥ 2, for f , and one-

step-back prediction for g. Let at least one of NP and NC be positive, then the

method converges to a neighborhood of the fixed point trajectory {z∗(k)}k∈N with

radius bounded as:

lim sup
k→∞

‖z(k + 1)− z∗(k + 1)‖ ≤

d

µ

ζNC

1− ζNC+NP

[
ζNPC0Ts + ξ(NP)C(I)T Is +D0(ζNP + ξ(NP))

]
.

(8.9)

Proof. Appendix C.1.7. �

8.2.3 Taylor expansion-based prediction

The following result provides a bound to the prediction error when a Taylor-

based prediction strategy is applied to f . Building on this lemma, we will then

characterize the convergence of the prediction-correction method.

Lemma 8.3. Let Assumptions 8.2 to 8.4 hold. The prediction-correction method

with Taylor-based prediction (7.8) for f and one-step-back prediction for g, yields

the following error:

‖x̂∗(k + 1)− x∗(k + 1)‖ ≤ 2L

µ
‖x(k)− x∗(k)‖+ 2

C0Ts +D0

µ

(
1 +

L

µ

)
. (8.10)

102



Proof. Appendix C.1.8. �

Combining Lemma 8.3 with Proposition 8.1 yields the following result.

Corollary 8.4. Let Assumptions 8.2 to 8.4 hold. Consider the prediction-correction

method with Taylor-based prediction for f , and one-step-back prediction for g.

Choose the prediction and correction horizons NP and NC such that2

ζNC [ζNP + 2κ ξ(NP)] < 1. (8.11)

Then the method converges to a neighborhood of the fixed point trajectory {z∗(k)}k∈N
with radius bounded as:

lim sup
k→∞

‖z(k)− z∗(k)‖ ≤ dζNC
C0Ts +D0

µ

[ζNP + 2(1 + κ)ξ(NP)]

1− ζNC [ζNP + 2κξ(NP)]
. (8.12)

Proof. Appendix C.1.9. �

Remark 8.3. As observed in section 7.3.3, in order to compute the Taylor expan-

sion of f we need some derivatives w.r.t. time, and in particular ∇txf . When

they are not known in closed form, they can be approximated using backward

finite differences, at the cost of introducing an additional term to the asymptotic

error, see [A3].

We conclude this section presenting in Table 8.1 a comparison of the conver-

gence results discussed above, highlighting the required assumptions and refer-

encing the asymptotic error bounds.

8.3 Stochastic operator convergence

In the previous section the convergence analysis was based on a particular model

of the costs, and depended on different prediction strategies. In this section we

propose alternative results that employ a probabilistic model – based on the sub-

Weibull framework of section 2.3 – for the variation of the online optimization

problem (7.1). Formally, we introduce the following assumption.

2Recall that κ := L/µ denotes the condition number of f .
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Table 8.1: Summary of the different convergence results.

Method Result Assumptions
{Convergence Conditions }

=⇒ Asymptotic error

Correction-only Cor. 8.2
8.2, 8.3, 8.4,
NP = 0

{NC > 0}
=⇒ Eq. (8.5)

Prediction-only Cor. 8.2
8.2, 8.3, 8.4,
NC = 0

{NP > 0}
=⇒ Eq. (8.6)

Extrapolation Cor. 8.3
8.2, 8.3,
8.4, 8.5

{NC +NP > 0}
=⇒

Eq. (8.9)

Taylor-expansion Cor. 8.4
8.2, 8.3,

8.4
{ζNC [ζNP + 2κ ξ(NP)] < 1}

=⇒ Eq. (8.12)

Assumption 8.6 (Probabilistic model). We assume that for any k ∈ N the

bounds σ(k) and τ(k) defined in Assumptions 7.1 and 8.1 satisfy the following:

σ(k) ∼ subW (θσ, νσ) and τ(k) ∼ subW (θτ , ντ ) .

We can then give a high probability version of the bound in Proposition 8.1 as

follows. Notice that we return to a (possibly infinite-dimensional) generic Hilbert

space X.

Corollary 8.5 (High probability general convergence). Consider the prediction-

correction framework employing O = (T ,X ) and Ô = (T̂ , X̂ ) for the correction

and prediction problems, respectively. Assume that T and T̂ are ζ-contractive,

and let Assumption 8.6 hold. Choose the prediction and correction horizons NC

and NP such that at least one of them is positive. Then with probability 1 − δ,
δ ∈ (0, 1), we have that:

‖z(k + 1)− z∗(k + 1)‖ ≤ c(θ) logθ(2/δ)
(
ζNC+NP ‖z(k)− z∗(k)‖+

+ ζNC
(
ζNPνσ + ξ(NP)ντ

) )
,

where θ := max{θσ, θτ}.

Proof. Appendix C.1.10. �
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As Corollary 8.5 highlights, interpreting the variability of the online problem

as a source of random, additive error leads to an interesting characterization in

high probability of the solver’s convergence.

Notice that we can further introduce random coordinate updates and additive

errors in the solver as sources of stochasticity alongside the time variability. We

refer to [A8] for convergence results in this set-up.

Conclusion

The chapter presents convergence results for the prediction-correction framework,

derived using tools from operator theory and different prediction strategies. We

have also provided particular results for the class of eventually static problems

(whose variability diminishes over time) and for a stochastic version, using chap-

ters 4 and 5. In section 10.1 we will provide numerical results for the prediction-

correction scheme, which compare different prediction strategies and different

operator theoretical solvers.
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9
Accelerating Online Algorithms

In chapters 7 and 8 we have discussed the fact that online optimization algorithms

in general converge only to a neighborhood of the optimal trajectory. In other

words, online algorithms have a non-zero asymptotic tracking error. In this chap-

ter we will explore how this aspect of online optimization can be used to design

new online algorithms that yield an improvement both in terms of speed of con-

vergence and in terms of magnitude of the asymptotic error. In particular, we will

propose a novel method, called OpReg-Boost, which, given an online algorithm

that solves a weakly convex problem, can learn an accelerated version thereof.

We also propose an efficient algorithm for carrying out the learning procedure,

tailored to OpReg-Boost and based on the Peaceman-Rachford splitting.

9.1 Accelerating online algorithms

Let us consider the online optimization problem (7.1) in the case X = Rn, that is

x∗(k) ∈ arg min
x∈Rn

fk(x) + gk(x), k ∈ N (9.1)

where we assume that for all k ∈ N (i) fk is closed proper and µ-weakly convex

(see Definition 9.1) and (ii) gk is closed convex and proper.

Definition 9.1 (Weakly convex). A function f : Rn → R ∪ {+∞} is µ-weakly

convex, µ ≥ 0, if f + (µ/2) ‖·‖2 is convex.

With the assumption of weak convexity [183, 184], problem (9.1) models all

online convex optimization problems and also some non-convex ones. As a conse-
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quence, online solvers applied to (9.1) may exhibit poor performance in terms of

convergence rate. For example, solvers for convex optimization problems usually

converge sub-linearly, whereas strongly convex problems yield linear convergence

(cf. section 2.1.1). Non-convexity also poses a particular challenge in online opti-

mization, because – contrary to the convex scenario – the trajectories traced by

the optimal solutions may not be continuous [185].

Consider again the comparison between convex and strongly convex problems:

as shown in section 2.2 solvers applied to a convex problem are usually averaged,

while solvers applied to a strongly convex problem are contractive. This means

that solvers for strongly convex problems converge linearly, but for convex prob-

lem they converge sub-linearly (and usually only in terms of fixed point residual).

These observations prompt the following question:

• Given an online convex problem, can we design a strongly convex approxi-

mation of the problem?

Tikhonov regularization A first approach to answering this question is to

apply a Tikhonov regularization, that is, to solve

x∗(k) = arg min
x∈Rn

fk(x) +
ε

2
‖x‖2 + gk(x), k ∈ N

instead of (9.1), with ε > µ. However, the regularization (ε/2) ‖x‖2 is minimized

in x = 0n, and so if the minimizer of fk+gk is far from 0n then we risk perturbing

the solution excessively.

Convex regression A second idea that we can employ is that of convex re-

gression, see for example [149, 151], and in particular the constrained version

employed in [153] building on results from [97]. In constrained convex regres-

sion the goal is to build a smooth and strongly convex function using samples

taken from a weakly convex (and possibly non-smooth) function. Specifically,

let {xi}Di=1, we sample the weakly convex function fk at these points and obtain

{yi := fk(xi)}Di=1. With these data we then formulate the regression problem:

f̂k ∈ arg min
ψ∈Fµ,L(Rn)

D∑

i=1

(ψ(xi)− yi)2 (9.2)
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where the unknown is the function ψ : Rn → R and the constraint ψ ∈ Fµ,L (Rn)

ensures smoothness and strong convexity of the solution f̂k. Clearly (9.2) is an

infinite-dimensional problem, but we can reduce it to a finite dimensional one

using the results of [97], see also [153]:

{f̂k(xi),∇f̂k(xi)}Di=1 = arg min
{ψi∈R, ∇ψi∈Rn}Di=1

1

2

D∑

i=1

(ψi − yi)2 (9.3a)

s.t. ψi − ψj −∇ψ>j (xi − xj) ≥
1

2(1− µ/L)
× (9.3b)

(
1

L
‖∇ψi −∇ψj‖2 + µ ‖xi − xj‖2 − 2

µ

L
(∇ψj −∇ψi)>(xj − xi)

)
, ∀i, j ∈ [D].

The reformulation (9.3) is a quadratically constrained quadratic program (QCQP)

which yields the function f̂k and its gradient as evaluated at the points {xi}Di=1.

The top row in Figure 9.1 depicts the idea of convex regression, with the samples

being taken from a non-convex function and being used to build a smooth and

strongly convex function.

In principle convex regression is a promising approach; however, as the numeri-

cal results in section 10.2 show, it is not as performing as the following alternative

approach based on operator regression.

Operator regression Both Tikhonov regularization and constrained convex

regression have the goal of turning the convex cost function into a strongly convex

one. In the following, we propose a different, higher-level approach, motivated by

the following question:

• Given an online algorithms, can we design a surrogate that allows a gain in

convergence rate but preserves or improves the tracking error?

As discussed above, operator theoretical solvers applied to (weakly) convex

problems are usually averaged, while they are contractive when applied to strongly

convex ones. Instead of modifying the cost function, the alternative then is to

try to modify the operator theoretical solver so that it yields better convergence

properties, such as contractiveness.

This approach is discussed in detail in the following section, and depicted in

the bottom row of Figure 9.1.
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Figure 9.1: A depiction of the two approaches to regularization, convex regression and
operator regression. The top row shows a strongly convex function (right) being learned
from samples (the gray dots) of the non-convex function on the left. The bottom row
shows (right) the gradient operator applied to the non-convex function, where non-
convexity implies that the operator has multiple fixed points (intersections with the
diagonal) corresponding to the multiple stationary points of f . On the left instead we
have the contractive operator learned from samples of T , where contractiveness implies
that there exists a single fixed point. Figure courtesy of Prof. Andrea Simonetto.

9.2 OpReg-Boost

We are now interested in designing an acceleration scheme for online algorithms

based on the idea of turning a (non-expansive, or even expansive) solver into a

contractive one. First of all we discuss the key tool of operator regression, and

then introduce the resulting method that we call OpReg-Boost.

9.2.1 Operator regression

Consider the operator R : Rn → Rn, our goal is to find a ζ-contractive approx-

imation, ζ ∈ (0, 1), of R. To this end, we recall the following fact, taken from

[159, Fact 2.2].
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Lemma 9.1 (Interpolability of contractive operators). Given the points {xi}Di=1,

let {R(xi)}Di=1 be the evaluations of an operator R : Rn → Rn in these points.

Then R is ζ-contractive interpolable, ζ ∈ (0, 1), if

‖R(xi)−R(xj)‖2 ≤ ζ2 ‖xi − xj‖2 , ∀i, j ∈ [D].

This fact suggests that we can use the interpolability condition as a constraint

to ensure contractiveness of the operator that we build from evaluations of R.

Formally, given the data points {xi,yi := R(xi)}Di=1, we compute the closest (in

a least squares sense) ζ-contractive operator by solving the following operator

regression problem:

{r̂i}Di=1 = arg min
ri∈Rn

1

2

D∑

i=1

‖ri − yi‖2

s.t. ‖ri − rj‖2 ≤ ζ2 ‖xi − xj‖2 , ∀i, j ∈ [D], j > i.

(9.4)

Problem (9.4) is (similarly to the convex regression) a convex quadratically con-

strained quadratic program (QCQP) in D n-dimensional unknown and with

D(D − 1)/2 constraints.

The solutions to the problem represent the evaluations of the closest contractive

operator – denoted R̂ – at the points xi, that is, R̂(xi) = r̂i. Once we have

computed the solution to (9.4), we can extend it to any point using the following

result, see the Corollary to [186, Theorem 5].

Lemma 9.2 (Operator interpolation). Let the pairs {xi, r̂i = R(xi)}Di=1 be drawn

from the ζ-contractive operator R̂. Given a point x ∈ Rn, we can interpolate the

operator R̂ in x – preserving its contractiveness – as follows:

R̂(x) =




r̂i if x = xi,

t̂ ∈ ⋂i∈[D] Bζ‖x−xi‖(r̂i) otherwise.
(9.5)

Therefore, given a contractive operator evaluated in D points, we can inter-

polate it in a new point by finding a point in the intersection of D balls, and

this preserving contractiveness. Notice that the intersection
⋂
i∈[D] Bζ‖x−xi‖(r̂i)

is guaranteed to be non-empty by [186, Theorem 1]. In practice, a point in the

111



intersection of balls can be computed using the method of alternating projections

(MAP), see e.g. [187].

Convex QCQPs can be solved using general purpose solvers; however, given

the very specific structure of (9.4) we are able to design a tailored solver that is

much more efficient.

PRS-based solver

In this section we review a solver for (9.4) based on the Peaceman-Rachford split-

ting (see section 2.2), proposed in [A2] and inspired by [153] for convex regression.

The solver is based on a divide-and-conquer strategy, in which the original prob-

lem (9.4) is split into a number of QCQPs with one constraint – for which we

propose a closed form solution.

The first step is to define the following set of pairs

V = {e = (i, j) | i, j ∈ [D], i < j} (9.6)

one for each constraint in (9.4). That is, the pair e = (i, j) is associated to the

constraint ‖ri − rj‖2 ≤ ζ2 ‖xi − xj‖2, for a total of D(D − 1)/2 constraints.

Let now ri,e and rj,e be copies of the unknowns ri, rj assigned to the e-th pair;

then we can equivalently reformulate (9.4) as:

min
ri,e,rj,e

1

2(D − 1)

∑

e∈V

∥∥∥∥∥

[
ri,e

rj,e

]
−
[
yi

yj

]∥∥∥∥∥

2

(9.7a)

s.t. ‖ri,e − rj,e‖2 ≤ ζ2 ‖xi − xj‖2 (9.7b)

ri,e = ri,e′ ∀e, e′|i ∼ e, e′ (9.7c)

where we write that i ∼ e if the e-th constraint involves ri. Lifting the dimension

of the problem by making copies of the unknowns yields a problem that is sepa-

rable in terms of cost function (9.7a) and constraints (9.7b), and the consensus

constraints (9.7c) ensure the equivalence with (9.4).

Problem (9.7) is a strongly convex problem with convex, quadratic constraints.

We can solve it as follows.
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Lemma 9.3 (PRS-solver for (9.7)). Problem (9.7) can be solved by using the

Peaceman-Rachford splitting (PRS), characterized by the following iterative pro-

cedure: given the penalty ρ > 0, for ` ∈ N do

[
r`i,e
r`j,e

]
= arg min

ri,e,rj,e





1

2(D − 1)

∥∥∥∥∥

[
ri,e

rj,e

]
−
[
yi

yj

]∥∥∥∥∥

2

+
1

2ρ

∥∥∥∥∥

[
ri,e

rj,e

]
− z`e

∥∥∥∥∥

2


 (9.8a)

s.t. ‖ri,e − rj,e‖2 ≤ ζ2 ‖xi − xj‖2

v`i,e =
1

`− 1

∑

e′|i∼e′

(
2r`i,e′ − z`e′,i

)
(9.8b)

z`+1
e = z`e +

[
v`i,e − r`i,e
v`j,e − r`j,e

]
. (9.8c)

Proof. Appendix C.2.1. �

At each iteration, the algorithm (9.8) solves in parallel D(D − 1)/2 convex

QCQPs – each in 2n variables and 1 constraint – and then aggregates the results

via the averaging in (9.8b). Importantly, the following Lemma 9.4 shows that

1-constraint QCQPs like (9.8a) can be solved in closed form.

Lemma 9.4 (Solving 1-constraint QCQPs). Consider the (prototypical) QCQP

with one constraint

(r∗i , r
∗
j ) = arg min

1

2

∥∥∥∥∥

[
ri

rj

]
−
[
wi

wj

]∥∥∥∥∥

2

s.t.
1

2
‖ri − rj‖2 − b ≤ 0 (9.9)

where b > 0, which includes as a particular case the update (9.8a). Problem (9.9)

admits the following closed form solution

λ∗ = max

{
0,

1

2

(‖wi −wj‖√
2b

− 1

)}
, (9.10a)

[
r∗i
r∗j

]
=

1

1 + 2λ∗

([
1 + λ∗ λ∗

λ∗ 1 + λ∗

]
⊗ In

)[
wi

wj

]
. (9.10b)

Proof. Appendix C.2.2. �

Leveraging Lemma 9.4, we see that (9.8a) has the following closed form solution
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[
w`
i,e

w`
j,e

]
=

1

D − 1 + ρ

(
ρ

[
yi

yj

]
+ (D − 1)z`e

)
(9.11a)

λ`e = max

{
0,

1

2

(∥∥w`
i,e −w`

j,e

∥∥
ζ ‖xi − xj‖

− 1

)}
(9.11b)

[
r`i,e
r`j,e

]
=

1

1 + 2λ`e

([
1 + λ`e λ`e
λ`e 1 + λ`e

]
⊗ In

)[
w`
i,e

w`
j,e

]
. (9.11c)

Off-the-shelf solvers based e.g. on interior-point methods applied to (9.4) would

scale at least as O((nD)3), whereas the proposed PRS-solver is much more effi-

cient, as quantified by the following result.

Lemma 9.5 (Computational complexity). Consider the Peaceman-Rachford split-

ting (9.8) that solves the operator regression problem (9.7), and further notice

that the 1-constraint QCQPs (9.8a) have a closed form solution described in

Lemma 9.4.

Then, the computational complexity of the PRS solver is O(D2n) per iteration.

In particular, when the budget of operator evaluations D is much smaller than

the dimension of the problem (n � D), then the complexity reduces to O(n) per

iteration.

Proof. Appendix C.2.3. �

9.2.2 OpReg-Boost

Using the tool of operator regression we can now describe the proposed OpReg-

Boost to accelerate online algorithms.

Consider an operator theoretical solver O, characterized by Tk = Sk ◦Rk when

applied to the online problem (9.1). For example, the forward-backward splitting

has this structure, with Sk = proxρgk and Rk = I − ρ∇fk.
We are interested in improving the performance of the solver Tk by turningRk into

a ζ-contractive operator – which, by Lemma 2.1, implies that also the composition

with Sk is contractive. We choose this approach because in many applications

the component Sk encodes structural information such as convex constraints or
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sparsity, and we want the modified operator to still enforce these structural char-

acteristics. Of course we can always say that Sk = I and apply OpReg-Boost to

any operator.

Algorithm 3 OpReg-Boost

Input: number of training points D, contraction factor ζ ∈ (0, 1), initial condi-
tion x(0).

1: for k = 0, 1, . . . do
// operator learning

2: Learn the closest contracting operator to Rk, say R̂k by:
3: (i) Choose D − 1 points {xp}D−1

p=1 around x(k − 1) to create the set

{xi}Di=1 := {x(k − 1) ∪ {xp}D−1
p=1 }

4: (ii) Evaluate the operator at the data points: yi = Rk(xi), i ∈ [D]
5: (iii) Solve the operator regression (9.4) on {xi,yi}, i ∈ [D] with the

PRS-based algorithm of Lemma 9.3
6: (iv) Output r̂k = R̂k(x(k − 1)) from the solution of the operator

regression
// apply accelerated solver

7: Compute x(k) = Sk(r̂k) = (Sk ◦ R̂k)(x(k − 1))
8: end for

Some remarks are in order.

The computational complexity of the overall OpReg-Boost algorithm is dom-

inated by the solution of the operator regression (9.4) at step (iii). In addition,

OpReg-Boost requires D evaluations of the operator Rk per iteration, differently

from the original operator Tk = Sk ◦ Rk which only requires one.

These observations point to OpReg-Boost needing more time per iteration than

the original operator, and so potentially they may imply that the proposed

method is less efficient. However, the numerical results in section 10.2 show

that in some applications of interest the performance improvement of OpReg-

Boost is significant enough even accounting for the longer computational time.

In other words, even when the original solver Tk is given the same computational

time as OpReg-Boost (that is, we can apply Tk multiple times), OpReg-Boost

still outperforms it.

In Algorithm 3 an important step is the choice of the (auxiliary) training points

{xp}D−1
p=1 . In practice, they can be chosen as perturbations of x(k−1), for example

by adding to it a zero-mean normal term: xp = x(k− 1) + ep, ep ∈ N (0n, σ
2In).
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The numerical results proposed in section 10.2 show that D can be as small as 3

in practice.

It is straightforward to see that the steps (i)–(iv) directly provide the evaluation

of the accelerated operator R̂k at x(k− 1), since we chose x(k− 1) as one of the

training points.

Conclusion

In this chapter we proposed OpReg-Boost, an acceleration technique for online

algorithms that aims to learn a faster version thereof. The learning part of OpReg-

Boost is based on the novel idea of operator regression, which solves a constrained

least squares problem to find a contractive operator from the samples of a given

algorithm. We have also proposed a Peaceaman-Rachford splitting-based solver

tailored for operator regression. In section 10.2 we will showcase the performance

of OpReg-Boost as compared to non-accelerated methods, both for an online

linear regression (which is convex), and for an online phase retrieval (which is

weakly convex).
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10
Numerical Results

In this chapter we provide numerical results to complement the theory of chap-

ters 7 to 9. In section 10.1 we apply the prediction-correction scheme to a bench-

mark online problem, using different prediction strategies and operator theoretical

solvers. The results show that there is a trade-off between different prediction

strategies’ performance and the information they require. In section 10.2 we

present a comparison of OpReg-Boost with non-accelerated online algorithms,

both for an online linear regression problem (which is convex) and for an on-

line phase retrieval problem (which is weakly convex). Despite the higher com-

putational cost of running OpReg-Boost (due to the learning part) than non-

accelerated algorithms, the results will show that it is a competitive approach in

terms of both convergence results and tracking error.

10.1 Prediction-correction

In this section, we present some numerical results that showcase the performance

of the prediction-correction framework proposed in chapter 7. We solve a com-

posite problem with scalar unknown variable,

x∗(k) = arg min
x∈R

fk(x) + gk(x), k ∈ N,

where (cf. [125]):

f(x; t) = (x− cos(ωt))2/2 + ε log(1 + exp (ϕx)) and g(x) = ν|x|
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with ω = 0.02π, ε = 7.5, ϕ = 1.75, and ν = 0.5. The function f has µ = 1,

L = 1 + εϕ2/4, C0 = ω, D0 = 0.

The simulations are implemented using the tvopt Python framework developed

by the author, see Appendix A and the paper [A11], and [Code2, Code3] for the

code and documentation.

10.1.1 Prediction strategies comparison

We start by comparing the different prediction strategies discussed in section 7.3.

The solver employed is the forward-backward splitting (cf. Example 2.5), with a

step-size of ρ = 2/(L+ µ), and choosing NP = NC = 5.
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Figure 10.1: Tracking error trajectories for different solution approaches.

In Figure 10.1 we report the evolution of the tracking error, defined as |x(k)−
x∗(k)| for the prediction- and correction-only methods, alongside the methods

based on the Taylor and extrapolation prediction strategies. The prediction-only

approach employs a one-step-back strategy, and corresponds to the algorithm

proposed in [188] – see also [189, 24]. The correction-only algorithm can be

seen as a non-smooth version of the method of [190]. Further, we apply the

extrapolation strategy studied in section 7.3.2 both with order I = 2 – which

gives f̂k+1 = 2fk−fk−1 – and order I = 3 – which yields f̂k+1 = 3fk−3fk−1 +fk−2.
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As we can see, prediction- and correction-only are outperformed by the prediction-

correction methods, with the Taylor expansion-based prediction yielding better

performance than extrapolation when I = 2, but in turn being outperformed

by extrapolation with I = 3. This is further highlighted in Table 10.1 which

reports the minimum, maximum and mean (with relative standard deviation)

values of the asymptotic tracking error (that is, as computed over the last 4/5 of

the simulation).

Table 10.1: Comparison of asymptotic errors observed in the numerical simulations.

Method Min Mean ± St. dev. Max

Prediction-only 4.89× 10−6 1.33× 10−3 ± 6.57× 10−4 2.12× 10−3

Correction-only 0 3.98× 10−6 ± 5.20× 10−6 1.46× 10−5

Taylor 0 3.87× 10−8 ± 7.04× 10−8 2.61× 10−7

Extrapolation (I = 2) 0 5.26× 10−8 ± 1.07× 10−7 3.76× 10−7

Extrapolation (I = 3) 0 3.42× 10−8 ± 5.44× 10−8 1.65× 10−7

10.1.2 Hybrid solvers

In chapter 8 we assumed for simplicity that the same solver is used for both the

prediction and correction steps. However, it may be fruitful to use a different

solver during the two steps, and the following results explore this possibility from

a numerical standpoint. The results are derived using a Taylor expansion-based

prediction.

Consider the forward-backward (FBS) (cf. Example 2.5) and Peaceman-Rachford

(PRS) (cf. Example 2.6) splittings. The optimal convergence rates that PRS and

FBS can achieve1 are λPRS =
√
L−√µ√
L+
√
µ

[74] and λFBS = L−µ
L+µ

[97], with λPRS < λFBS.

However, the PRS requires that we compute the proximal of the smooth cost,

while FBS only requires gradient evaluations. Therefore, if we do not have a

closed form for the proximal we need to compute it with a recursive procedure

(for example a Newton method), which takes more computation time, hence re-

sulting in smaller applicable NP and NC.

Therefore, despite its faster convergence, PRS is a good candidate solver only

when we have a closed form proximal, as in the case of the Taylor-based pre-

diction, which is a quadratic function. To validate these observations, we have

1By choosing, respectively, the penalty ρ = 1/
√
Lµ and the step-size ρ = 2/(L+ µ).
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applied the proposed framework with a Taylor expansion-based prediction for f

with alternatively FBS or PRS as solver of the prediction or correction steps.

Table 10.2 reports the mean tracking error and mean computation time for an

iteration of prediction and correction, with the respective standard deviations2.

Table 10.2: Comparison of different combinations of solvers, in terms of tracking error
and computation time.

Corr. Pred. Error Time [s]

FBS FBS 3.87× 10−8 ± 7.04× 10−8 7.30× 10−5 ± 1.31× 10−5

FBS PRS 2.40× 10−8 ± 4.23× 10−8 8.81× 10−5 ± 1.67× 10−5

PRS FBS 1.81× 10−7 ± 2.11× 10−7 5.76× 10−2 ± 2.04× 10−2

PRS PRS 2.41× 10−9 ± 2.60× 10−9 5.69× 10−2 ± 2.07× 10−2

As we can see in the table, while PRS + PRS achieves the best mean tracking

error, the time required by one iteration of the solver is more than two orders

of magnitude larger than the combinations using FBS for the correction step.

Setting aside the combinations with PRS as the correction solver, we can see that

between the combinations FBS + FBS and FBS + PRS the computation time

is very nearly the same, with the latter achieving better tracking error. This

result is due to the fact that applying PRS for the prediction step benefits from

its faster convergence while at the same time without impacting the computation

time, since we have a closed form proximal for quadratic functions.

10.1.3 Order of extrapolation prediction

When using the extrapolation-based prediction strategy, from Lemma 8.2, we

can see that the accuracy of f ’s prediction can be tuned by choosing the number

of past functions I, and that the larger I is, the better the prediction (recall

that Ts < 1). Moreover, the extrapolation only requires that the gradient of f

have bounded time-derivatives (and this, only on the optimal trajectory) – and

notice that these derivatives ∂(I)∇xf(x∗k+1; τ)/∂t(I) ∈ Rn for any I. To exemplify

the tunable accuracy of extrapolation, we report in Figure 10.2 the prediction

accuracy for different values of I, as computed on the function f used above.

2The time was computed when running the simulations on a PC with a quad-core CPU with
frequency 1.80GHz and 16GB RAM.
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Figure 10.2: Prediction accuracy for different extrapolation orders (I).

We conclude this section with a comparison of the extrapolation- and Taylor-

based prediction strategies. First of all, the Taylor expansion requires the com-

putation of f ’s Hessian and other derivatives at the beginning of each prediction

phase. On the other hand, extrapolation only relies on a linear combination of

past functions. Moreover, if we were interested in extending the Taylor approach

to higher orders – so as to improve the prediction accuracy – we would need to

compute higher order derivatives of f . For example, to use the third order ex-

pansion of f , we would need to compute its tensor ∇xxxf , for the fourth order

we need to compute ∇xxxxf , etc. However, the size of these derivatives grows

very quickly. On the other hand, the extrapolation prediction is much more scal-

able, since we only need to store past functions, instead of increasingly bigger

derivatives.

10.2 OpReg-Boost

We present a number of experiments to evaluate the performance of the proposed

method3. We consider: (i) an ill-conditioned online linear regression with a

3The experiments were performed on a computer with Intel i7-4790 CPU, 3.60GHz, and
8GB of RAM, running Linux
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convex cost (but not strongly convex); (ii) an online phase retrieval problem

that is weakly convex, and which is characterized by a high computational cost

per operator evaluation.

The experiments are implemented in Python, and the open source code is

available in the reg4opt repository [Code1] – see also the documentation [Code4].

The metric used in the experiments is the tracking error, characterized as the

distance from the ground truth signal y(k) of the solution output by the solvers.

By y(k) we denote the signal being tracked via linear regression in section 10.2.1

or the phase being retrieved in section 10.2.2. We choose the tracking error as a

proxy for the distance to the optimizer x∗(k) in line with the work of [183], since

(i) determining x∗(k) is in general hard to do computationally in the problems

we are considering and it may not be unique, and (ii) the tracking error very

naturally provides insights on how the methods perform in estimating the real

signals.

10.2.1 Online linear regression

We consider the following time-varying problem:

x∗(k) ∈ arg min
x∈Rn

1

2
‖Ax− b(k)‖2 + w ‖x‖1 , (10.1)

with n = 1000, w = 1000, A ∈ Rn×n such that rank(A) = n/2 and having

maximum and minimum (non-zero) eigenvalues
√
L,
√
µ. The goal is to recon-

struct a signal y(k) with sinusoidal components, 1/3 of them being zero, from

the noisy observations b(k) = Ay(k) + e(k), and e(k) ∼ N (000, 10−2I). Due

to A being rank deficient, the cost fk is convex but not strongly so, and we

have λmax(∇xxfk)/λ̃min(∇xxfk) = L/µ, where λmax and λ̃min are the maximum

and minimum non-zero eigenvalues of a matrix. The function fk changes every

Ts = 0.1s.

In Figure 10.3, we show a comparison of the tracking error attained by the

proposed OpReg-Boost against the forward-backward method, and its accelerated

versions FISTA (with and without backtracking line search) [17], and (guarded)
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Figure 10.3: Comparison with a fixed computational time budget per time k ∈ N, and
for different values of L, with fixed µ = 1.

Anderson [191]. The methods are given the same computational time budget4,

the step-size of forward-backward is α = 2/(L+µ), and the parameters of OpReg-

Boost are D = 3 and ρ = 10−6. For large values of L OpReg-Boost outperforms

all other methods; in the case L = 104 it performs slightly worse in terms of

asymptotic error, but successfully improves the convergence rate. The reason

behind the performance we observe is that as L grows larger, the allowed step-

size for forward-backward becomes smaller – indeed, we have the bound α < 2/L.

Finally, in Table 10.3 we report the asymptotic error and computational time

4Specifically, we evaluate the computational time required by one iteration of OpReg-Boost,
and run the other methods for the same time. We remark that OpReg-Boost requires at least
the time needed by D iterations of forward-backward to generate the operator regression data.
For example, our experiments show that with the choice ρ = 10−6 during one iteration of
OpReg-Boost we can apply D + 1 of forward-backward or FISTA, and one or two of Anderson
and FISTA with backtracking.
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Table 10.3: Comparison for different values of n; for each algorithm we report the
asymptotic error (as. err.) and the average computational time per step of the algo-
rithm (t. / s.). We remark that in the simulations all methods are given the same
computational time budget, so we apply one or more steps of the algorithm. The simu-
lations are carried out with L = 108 and µ = 1.

n = 10 n = 100 n = 1000

Algorithm as. err. t. / s. [s] as. err. t. / s. [s] as. err. t. / s. [s]

FBS 30.00 3.76× 10−5 64.88 3.91× 10−5 221.36 8.55× 10−4

FISTA 29.69 3.44× 10−5 62.15 4.20× 10−5 221.00 8.41× 10−4

FISTA (backtr.) 29.69 6.33× 10−4 62.15 8.27× 10−4 220.98 1.77× 10−2

Anderson 29.69 1.07× 10−4 62.16 1.27× 10−4 221.01 1.71× 10−3

OpReg-Boost 2.11 2.48× 10−4 6.14 2.98× 10−4 18.72 2.88× 10−3

of OpReg-Boost as compared to the forward-backward based solvers for three

different sizes of the problem with L = 108 and µ = 1. In terms of asymptotic

error – evaluated when all methods are given the same total computational time

– the performance of OpReg-Boost is consistently better than the other methods.

Regarding the computational time per step of the algorithm we see that OpReg-

Boost is comparable with the accelerated methods FISTA with backtracking and

Anderson. On the other hand, the computationally lighter forward-backward and

FISTA require less time per step, but, again, when given the same computational

time the performance of OpReg-Boost is still better.

10.2.2 Online phase retrieval

We consider now the following online version of the phase retrieval problem pre-

sented in [183]:

x∗(k) ∈ arg min
x∈Rn

1

m

m∑

i=1

∣∣〈ai,x〉2 − bi(k)
∣∣ , (10.2)

where the goal is to reconstruct the time-varying signal y(k) ∈ Sn−1, n = 50, from

the noisy measurements bi(k) = 〈ai,y(k)〉 + ξi(k), i = 1, . . . ,m and m = 100.

The signal y(k) is piece-wise constant, with the value of each constant piece

being independently drawn. The additive noises are i.i.d. Laplace with zero

mean and scale parameter 1. The ai are the rows of A ∈ Rm×n, constructed as

A = UD, with U ∈ Rm×n an orthogonal matrix, and D ∈ Rn×n a diagonal one

with elements L = 102, µ = 1 (hence the condition number of A is 102), and the
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remaining n− 2 drawn from U [µ, L]. The problem changes every Ts = 1s.

We consider the prox-linear solver proposed in the work of [192] (see also [183]),

characterized by Tk(y) = proxαfk,y(y), where fk,y denotes the following linearized

version of the cost in (10.2):

fk,y(x) =
1

m

m∑

i=1

∣∣〈ai,y〉2 + 2〈ai,y〉〈ai,x− y〉 − bi(k)
∣∣ .

We choose the step-size of the prox-linear solver as α = 10−3, which empirically led

to convergence (at least in the initial transient) without the need for line search.

Notice that the proximal operator Tk does not have a closed form, and each

operator call requires the solution of a quadratic program, which takes 0.177 ±
0.0052s.

We also consider our OpReg-Boost algorithm applied to the operator5 projSn−1 ◦Tk,
which regularizes the operator Tk to a ζ-contractive operator, yielding then projSn−1 ◦T̂k.
The solution of an operator regression problem requires 1.35× 10−3 ± 0.011s. In

the results, then, during the time before the arrival of a new problem (Ts = 1s),

we perform either 4 steps of the prox-linear solver, or one step of OpReg-Boost

with D = 3 training points (and choosing the PRS parameter ρ = 10−4).

In Figure 10.4, we show the tracking error of prox-linear compared with OpReg-

Boost when the signal has different numbers of constant pieces (from being static

– one constant value – to being highly dynamic – changing every 5s). As we can

see, OpReg-Boost consistently outperforms prox-linear, including in the static

case, in which OpReg-Boost quickly converges to the (approximate) fixed point,

while prox-linear converges more slowly.

10.2.3 Operator regression v. convex regression

In section 9.1 we briefly discussed the alternative approach of convex regression, in

which we try to learn a strongly convex function from evaluations of the original,

weakly convex one. In the following, we briefly compare this approach with

OpReg-Boost, and we refer to [A2, Appendix A] for more details.

5This shows better performance in practice rather than regularizing Tk alone. Strictly speak-
ing, with this choice, function gk in (9.1) would be the indicator function of a non-convex set.
The good performance of the proposed approach however suggests that it can be applied to
more general problems than (9.1).
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Figure 10.4: Comparison of the tracking error evolution for prox-linear [192] and
OpReg-Boost. The methods are tasked with retrieving phase signals that are piece-
wise continuous, with different number of pieces in each.

In Figure 10.5 we report the tracking error for the different methods alongside

OpReg-Boost and the convex regression-based acceleration, when applied to the

online linear regression problem of section 10.2.1. In particular, all methods are

given a budget of 3 gradient calls per time k ∈ N, and we choose L = 108 and

µ = 1. We notice that the performance of the convex regression in terms of

tracking error is very similar to the forward-backward based methods, and it is

less performing than OpReg-Boost.

In terms of computational time, OpReg-Boost requires 2.88 × 10−3s per step,

whereas for convex regression we have 0.36s, although both methods have a

tailored PRS-based solver. Therefore, the much longer computational time of

CvxReg-Boost makes it impractical in the online scenario considered in sec-

tion 10.2.1.

126



0 200 400 600 800 1000 1200 1400

Gradient calls (3k)

102

T
ra

ck
in

g
er

ro
r Forward-backward

FISTA

Backtracking FISTA

Anderson acc.

OpReg-Boost

CvxReg-Boost
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Conclusion

Summary

Optimization is an important tool in many science and engineering applications,

ranging from machine learning to control, from signal processing to power sys-

tems management, to name a few. The relevance of optimization in this wide

range of applications requires the design of algorithms that can overcome differ-

ent challenges. Indeed, depending on the application, optimization algorithms

may have access to limited computational power, or have hard constraints on the

time available for computations.

To address these challenges, optimization research in recent years has increasingly

relied on operator theory, with its powerful tools and results. Importantly, this

is allowed by the fact that optimization algorithms can be interpreted as the

recursive application of an operator, thus translating a minimization problem

into a fixed point problem.

The central theme of this thesis has been therefore the intersection of opti-

mization and operator theory, and how we can leverage their interplay to solve

different challenges and design novel algorithms. We focused in particular on two

broad areas of research: stochastic optimization and online optimization.

In the context of stochastic optimization we discussed algorithms that are con-

strained by the presence of randomness during their execution, e.g. because of

additive noise perturbing the computation. The first contribution presented by

the thesis is the study of the alternating direction method of multipliers (ADMM)

applied to distributed optimization problems when the network is asynchronous

and peer-to-peer communications may randomly fail. Using an operator theoret-

ical perspective, we were able to prove the convergence of the robust, distributed

ADMM both almost surely and, under the assumption of strong convexity, as

locally linear in mean. The second contribution is a framework for stochastic

operator theory that allows us to analyze the convergence of a large number of

stochastic optimization algorithms in a unified way, with applications in e.g. ma-

chine learning. Utilizing the formalism of sub-Weibull random variables, we were

able to derive both mean and high probability guarantees, with the latter pro-

viding bounds that hold with any given confidence level. Numerical results were
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then discussed to validate the theoretical findings, and these results pointed to

some possible new lines of research.

The thesis then turned to online optimization, where we are faced with the

challenge of solving a problem whose cost and constraints change over time, and

thus the goal is to track a sequence of optimizers. In this context, the thesis pro-

poses as a first contribution an analysis of the prediction-correction scheme, which

abstracts many online algorithms and can be used to study their convergence in

a unified way. The prediction-correction method is characterized by the fact that

past information is used to warm-start the solution of future problems, and we

propose a novel polynomial extrapolation-based strategy to do so. Starting from

the observation that in online optimization, zero tracking errors in general cannot

be achieved, the thesis then proposed a second contribution to the growing area

of learning to optimize. In particular, we proposed a novel approach to acceler-

ate online algorithms for weakly convex problems, which is based on the concept

of operator regression, and that learns a faster algorithm from samples of the

original one.

A final contribution of the thesis is a discussion of the tvopt Python framework,

designed as a prototyping and benchmarking tool for optimization algorithms,

both static and online.

Main findings

In the following we summarize the main findings that can be deduced from the

research at the basis of this thesis.

1. The main topic of this thesis is the design and study of optimization al-

gorithms through the lens of operator theory. Therefore, the overarching

message that the thesis aims to send is that operator theory is indeed a

useful tool in optimization. Overall, operator theory can be used to derive

elegant, unified convergence results for well known methods, and also in-

spires novel algorithms. An important side effect is that the frameworks

proposed for stochastic optimization and online optimization are intrinsi-

cally modular, with the operator serving as a suitable abstraction to a wide

variety of methods.
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2. The power of operator theory is also evident when dealing with optimization

algorithms applied in stochastic scenarios, where stochasticity models chal-

lenges such as inexact algorithmic steps, or asynchrony and communication

failures in distributed systems. Indeed, drawing together operator theory

and probability theory allows us to characterize the convergence behavior of

stochastic or randomized methods with a unified perspective.

3. Turning to time-varying optimization, one of the goal of this thesis is to

show how prediction can be leveraged to improve the performance of online

algorithms. The main finding is that using past information to warm-start

the solution of future problems does indeed lead to a closer tracking of

the optimal trajectory. Moreover, different prediction strategies can be

applied, requiring different assumptions, and leading to varying performance

improvements.

4. As mentioned in the previous point, prediction methods can improve the

tracking of an online optimization solution(s), but cannot lead to a zero

tracking error. This is true in general for the wider class of all online

optimization algorithms and, while it can be seen as a drawback, this thesis

has the goal to show this fact as an advantage instead. Indeed, the fact that

non-zero tracking cannot be achieved suggests that regularization methods

can be applied to improve the performance (in terms of convergence rate

and/or tracking error), even though they perturb the solution.

To summarize, the message of this thesis is that an operator theoretical per-

spective on optimization is a useful tool and leads to interesting results. However,

we need to mention the following caveat: the unified analysis of optimization algo-

rithms under the guise of operator theory in general does not lead to the tightest

results (e.g. in terms of convergence rate). In order to derive tight results it

may be necessary to analyze the algorithms separately, and depending on the

particular problem that they are applied on.

Open problems

There are some open questions that could be investigated starting from this thesis:
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1. Robust distributed ADMM : Figure 6.3 seems to imply that the parameter

pairs (α, ρ) that lead to convergence may actually be more than guaranteed

by the convergence results, and a precise characterization could be sought

from a theoretical perspective.

2. Stochastic optimization:

• Differently from previous works such as [14], the proposed stochastic

operator framework allows the additive errors to be non-vanishing.

However, the convergence results could be derived only at the cost of

studying the stochastic operators in a coordinate-wise fashion, with

coordinate-wise assumptions of contractiveness or averagedness. An

interesting question is whether it is possible to remove this coordinate-

wise assumption.

• The numerical results of section 6.2 show that the stochastic operator

framework can be applied to the flourishing field of federated learn-

ing. A possible line of research would be to further formalize the use

of stochastic operators for studying the convergence of federated algo-

rithms.

3. Prediction-correction:

• In the thesis the convergence of the prediction-correction scheme was

analyzed under the assumption that the problems are strongly convex;

a possible line of research would be to extend these results to convex

and non-convex6 problems.

• Another open problem is the analysis of the different prediction strate-

gies discussed in the thesis for a broader class of optimization problems,

that do not necessarily satisfy the technical assumptions used. An ex-

ample is that of the extrapolation-based prediction, which one could

try to extended even to non-smooth and convex problems.

4. Learning to optimize: research into learning to optimize is a still at the be-

ginning, and this is possibly the topic in this thesis that could be expanded

6Non-convex online problems, as testified in e.g. [185] open up also other challenges.
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farther. The proposed OpReg-Boost can be shown to convergence in prac-

tice, much like other learning-based methods that e.g. use neural networks

[145]. The question now is: can we provide theoretical convergence guar-

antees as well? An important fact that could help in this investigation is

that the learning component of OpReg-Boost is not black-box as are neural

networks.
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A
tvopt

In this appendix we describe tvopt, a Python framework for prototyping and

benchmarking time-varying (or online) optimization algorithms. tvopt’s design

was informed by the online optimization framework discussed in chapter 7, and

was used to run the simulations in chapters 6 and 10. The main features of tvopt

can be summarized as follows:

• problem modeling : the framework provides an object-oriented approach to

modeling and defining online optimization problems, both the costs and

constraints;

• decentralized problems : moreover, tvopt offers tailored tools to model multi-

agent networks and decentralized problems;

• solvers : tvopt implements widely used solution algorithms for different

classes of unconstrained and constrained problems, both centralized and

decentralized;

• static problems : static optimization problems (centralized and decentral-

ized) can also be modeled and solved using tvopt.

The next sections will discuss these main features, and we conclude presenting a

set of simulations and discussing their implementation using the tools of tvopt.

The open source code for tvopt is available here [Code2] and the documentation

here [Code3].
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A.1 tvopt Framework

In this section we describe the main components of tvopt and their application

to online optimization problems such as

x∗(k) ∈ arg min
x∈Rn

fk(x), k ∈ N. (A.1)

The framework can be conceptually divided in the following:

• Problem formulation: the sub-modules sets and costs, which implement

an object-oriented approach to defining time-varying problems. The sub-

module networks can be used alongside the previous two to define dis-

tributed problems.

• Prediction: the sub-module prediction is provided for approximating fu-

ture problems based on the problems observed in the past.

• Solvers : the sub-modules solvers and distributed_solvers implement

a wide range of solvers that can be applied to (A.1).

In the following we describe in more details the sub-modules of tvopt, while

Appendix A.2 will discuss the specific tools implemented for online distributed

optimization.

A.1.1 Sets

This sub-module implements the Set objects which are used to define the domain

of the cost objects. In particular, a Set is defined as a subset of Rn1×n2×..., for some

n1, n2, . . . ∈ N. Set objects are then characterized by the dimensions n1, n2, . . .

of the underlying space, which are stored in the attribute shape.

In this sub-module and in the following the unknown x of problem (A.1) is

modeled as a Numpy ndarray of proper size [193]. In tvopt, then, sets are built

to be compatible with NumPy’s ndarrays, and to use their broadcasting rules.

Remark A.1. We remark that the most commonly used domains in online opti-

mization are Rn and Rn1×n2 , the latter for example can be used for image pro-

cessing without the need to vectorize. The definition of Set objects with more
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than two dimensions can however be useful as well, for example in the distributed

scenario discussed in Appendix A.2.

The other element of a Set definition is its contains method, which returns

True if an input x is in the Set, False otherwise. When defining a Set C,

the projection method should also be implemented, which, given an input x,

returns its projection onto the set, defined as

projC(x) = arg min
y∈C

‖y − x‖2 .

Finally, Set objects provide a check_input method which verifies if a given

array x fits the dimension of the set (possibly reshaping it). This is useful to im-

plement validity checks on the inputs inside a Cost method (see Appendix A.1.2).

Operations The contains method can be accessed using the Python reserved

keyword in. Set objects can be modified via the scale and translate methods.

We can also define intersections of Sets by summing them (that is, using the

+ operator), in which case an approximate projection onto the intersection is

implemented using the method of alternating projections (MAP) [187]1.

Built-ins Different Sets are implemented, for example: the space Rn1×n2×...,

ball and box sets, and half-spaces. A particular built-in set is T, which defines

the set {k ∈ N} of sampling instants.

A.1.2 Costs

The sub-module costs implements the Cost object to define time-varying cost

functions

f : Rn1×n2×... × R+ → R ∪ {+∞}

or, as a sub-case, static costs. A cost is characterized by the dom and (optionally)

time attributes, which point to Sets for Rn1×n2×... and the sampling times {k ∈
N}.

1We remark that MAP returns a point in the intersection, not the actual projection. How-
ever, in practice MAP is faster than methods that are proven to return the projection, see
[187].
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Cost objects are then defined by the function, gradient and hessian meth-

ods, where gradient returns a (sub-)gradient evaluation and hessian is imple-

mented only if the cost is twice differentiable. For example, we evaluate the

(sub-)gradient of a function f as f.gradient(x, t).

The costs also provide a proximal method, which computes:

proxρfk(x) = arg min
y∈Rn1×n2×...

{fk(y) + ‖y − x‖2 /(2ρ)}

using either a gradient or Newton method, depending on the smoothness of f . If

a closed form proximal is available, e.g. for quadratic costs or `1 norms, then this

method should be overwritten.

Time-varying costs provide the time_derivative method which computes, us-

ing backward finite differences [182], derivatives of f (or of its gradient and Hes-

sian) w.r.t. time. For example the time-derivative of the gradient is approximated

by

∇̂txfk(x) = (∇xfk(x)−∇xfk−1(x)) /Ts.

Further, the costs have a sample method that returns a static cost representing

f at a chosen sampling instant k.

Operations Costs can be scaled by a scalar and elevated to a given power, and

they can be summed and multiplied by other costs.

Built-ins Some of the Cost objects that are implemented are ‖·‖1, ‖·‖∞, quadratic

cost, Huber loss, and the indicator function of any given Set. The benchmark

dynamic costs proposed in [125, section IV.A] and [194, section III.B] are imple-

mented. Dynamic costs can also be defined from a sequence of static costs using

DiscreteDynamicCost.

A.1.3 Prediction

The sub-module predictions implements the Prediction object for approxi-

mating future costs from previously sampled costs. The object stores a dynamic

Cost to be predicted and, through the method update, uses information on the

cost up to a specified time k to shape a prediction. The object behaves like a

140



static cost, in the sense that it exposes the function, gradient, etc. methods of

the (static) predicted cost.

Built-ins The sub-module implements the Taylor expansion and extrapolation

prediction strategies discussed in section 7.3, see also [A3].

A.1.4 Solvers

The sub-module solvers implements a selection of algorithms for solving different

classes of static problems. The solvers are Python functions that are passed a

static problem (in the form of a dictionary), the number of iterations to be applied,

and any required parameters, such as step-sizes. The functions then return an

approximate solution.

All the solvers provided by tvopt are not tailored to any specific choice of

cost functions. Instead, they are defined to exploit the common template of Cost

objects by calling e.g. their gradient, without needing to know how gradient

is actually computed.

Remark A.2. Notice that the modular design of solvers allows to define costs that,

for example, inexactly compute gradient using a zero-th order approximation,

without the need to implement a different solver.

There are two implementation choices that underlie the solvers module. First

of all, solvers are designed to solve a static problem, since in tvopt we model

a time-varying problem as a sequence of static, sampled ones. We recall that

dynamic costs provide the sample method. As a by-product, this also allows to

employ tvopt for prototyping and benchmarking static optimization algorithms.

The second design choice is to define solvers as functions, rather than objects,

in order to provide a more flexible and efficient implementation. Indeed, in the

course of solving (A.1) a solver will be applied to several static problems and

(possibly) using different parameters for each of them. As a consequence, defining

a solver object is not very different from using a function, since the attributes

(e.g. problem and parameters) of the object would need to be changed often,

cluttering the syntax.
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Metrics The sub-module utils provides the implementation of different met-

rics for evaluating the performance of a solver. Let {x(k)}k∈N be the sequence gen-

erated by a solver applied to (A.1). The available metrics are: fixed point residual

defined as {‖x(k)− x(k − 1)‖}k≥1; tracking error defined as {‖x(k)− x∗(k)‖};
and regret defined as { 1

k+1

∑k
j=0 fj(x(j))− fj(x∗(j))}k∈N.

Built-ins Examples of built-in solvers are gradient method, proximal point

algorithm, forward-backward2 and Peaceman-Rachford splittings, dual ascent,

ADMM (which are discussed in section 2.2); see the documentation [Code3] for

the full list of implemented solvers.

A.1.5 Constrained optimization

We conclude this section by discussing how tvopt can be used to solve online

constrained optimization problems.

A first class of constraints that can be implemented is x ∈ C where C is a

non-empty, closed, and convex set. Indeed, given a Set object representing C,

we can define the indicator function of the set using an Indicator cost object.

The indicator is 0 for x ∈ C and +∞ for x 6∈ C, and its proximal operator

coincides with a projection onto C. Indicator functions can for example appear

as the non-smooth term g in a composite optimization problem.

Equality and inequality constraints gi,k(x) = 0, i = 1, . . . ,m, and hi,k(x) ≤ 0,

i = 1, . . . , p, k ∈ N can also be defined making use of Cost objects. The costs

can then be used to define the Lagrangian of the constrained problem in order to

apply primal-dual solvers [6].

A particular class of constrained problems that can be modeled using tvopt is

the following:

x∗(k),y∗(k) = arg min
x∈Rn,y∈Rm

{fk(x) + gk(y)}

s.t. Ax+By = c
(A.2)

where A ∈ Rp×n, B ∈ Rp×m, c ∈ Rp. As discussed in section 2.2.3, problem (A.2)

can be solved by formulating its dual and applying suitable solvers to it. tvopt

2Also called proximal gradient method.
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provides the following dual solvers: dual ascent, method of multipliers, ADMM,

and dual forward-backward splitting. Moreover, a distributed version of dual

ascent and ADMM are also implemented.

Notice that the constraints data A, B, c can be defined using NumPy ndarrays,

owing to the fact that the unknowns of an optimization problem are modeled as

compatible arrays.

A.2 Distributed Online Optimization

This section describes the features of tvopt that allow to model and solve dis-

tributed online (as well as static) problems. We consider the problem:

x∗(k) = arg min
xi∈Rn

N∑

i=1

fi,k(xi)

s.t. xi = xj, if i, j connected.

(A.3)

We remark that the Python framework DISROPT [195] is available for distributed

optimization in static settings. Although there is some overlap with tvopt’s

features described in this section, differently from DISROPT our main goal is to

model time-varying problems over networks.

A.2.1 Networks

The sub-module networks defines the Network objects that model the connec-

tivity pattern of a multi-agent system cooperating towards the solution of (A.3).

The network is created from a given adjacency matrix.

A network implements the exchange of information between agents via the

methods send and receive. In particular, send is called specifying a sender,

receiver, and the packet to be exchanged. After calling send, the transmitted

packet can be accessed using receive, which by default performs a destructive

read of the message.

The network implements also a broadcast method, that an agent can use to

transmit the same message to all its neighbors. And a consensus method, which

performs a consensus mixing of given local states using the send and receive

methods.

143



i jchannel

send(i, j, p) receive(j, i)

Figure A.1: A scheme representing agent-to-agent communication, with node i sending
packet p to node j. The channel may be for example lossy or noisy.

In general, to define a new type of network (see e.g. the built-ins) it is sufficient

to overwrite the send method.

Built-ins The built-in Network class models a standard loss-less network. Other

types of networks available are a lossy network (transmissions may randomly fail)

– cf. chapter 3 –, and noisy or quantized networks (which add Gaussian noise to

or quantize the transmissions, respectively).

The sub-module provides also a number of built-in functions for generating the

adjacency matrix of different types of graphs, for example: random, circulant or

complete graphs.

A.2.2 Costs

Formulating distributed optimization problems is done using the SeparableCost

object defined in costs, which models a cost f : Rn1×n2×...×N ×R+ → R∪{+∞}:

f(x; t) =
N∑

i=1

fi(xi; t)

with fi the local cost function of the i-th agent. The cost is created from a list

of static or dynamic local costs. Notice that the last dimension of f ’s domain is

the number of agents, using the flexibility of Set objects that allow for multiple

dimensions.

SeparableCost implements all the methods described in Appendix A.1.2, with

the difference that the outputs are arranged in an array with the last dimension

indexing the agents. This choice allows for an easier access of the evaluation of

each cost fi. For example, if f is separable, then the result of f.function(x, t)

will be [f1(x1, t), . . . , fN(xN , t)] ∈ R1×N .
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A SeparableCost also allows to evaluate e.g. the gradient of a single compo-

nent function fi by specifying the argument i.

A.2.3 Solvers

The sub-module distributed_solvers then provides built-in implementations of

several distributed solvers. The difference with the centralized solvers described

in Appendix A.1.4 is that these functions also require to be passed a Network

object to perform agent-to-agent communications.

The built-in solvers are primal methods, e.g. DPGM [A15]; primal-dual meth-

ods based on gradient tracking strategies, e.g. [196, 31]; and dual methods, e.g.

dual decomposition and ADMM [A1].

tvopt also provides different functions to solve average consensus using different

protocols, for example gossip consensus [197].

A.3 Numerical Examples

The following sections present a centralized example of online optimization and

an example of distributed linear regression. A step-by-step discussion of the code

is presented alongside some numerical results.

A.3.1 Benchmark example

The benchmark problem was proposed in [125, section IV.A] and is characterized

by

f(x; t) = (x− cos(ωt))2/2 + ε log(1 + exp (()ϕx))

with ω = 0.02π, ε = 7.5, and ϕ = 1.75. We test the prediction-correction

framework (cf. section 7.2) using the extrapolation-based prediction f̂(x; k+1) =

2f(x; k)− f(x; k − 1)3.

Setup Defining the cost requires fixing the sampling time Ts and a time horizon.

from tvopt import costs , prediction , solvers

3The alternative Taylor expansion-based prediction is also implemented in the examples
section of [Code2].
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# sampling time and time horizon

t_s , t_max = 0.1, 1e4

# cost function

f = costs.DynamicExample_1D(t_s , t_max)

We also define the simulation parameters, with num_pred and num_corr repre-

senting NP and NC. The solver we will use is a gradient method, so we define its

step-size.

# num. of prediction and correction steps

num_pred , num_corr = 5, 5

step = 0.2 # gradient method ’s step -size

Prediction We define the extrapolation-based prediction (cf. section 7.3.2)

with

f_hat = prediction.ExtrapolationPrediction(f, 2)

where the argument 2 specifies the number of past costs to use for computing f̂ .

Solution We then apply the prediction-correction solver as follows.

x, x_hat = 0, 0

for k in range(f.time.num_samples):

# correction

p = {"f":f.sample(t_s*k)} # correction problem

x = solvers.gradient(p, x_0=x_hat , step=step ,

num_iter=num_corr)

# prediction

f_hat.update(t_s*k)

p = {"f":f_hat} # prediction problem

x_hat = solvers.gradient(p, x_0=x, step=step ,

num_iter=num_pred)

In the code, we update x(k) and x̂(k) during the correction and prediction steps,

respectively. Moreover, notice that the dynamic cost f is sampled every iteration,
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and that the prediction f̂ is consequently updated. The correction and prediction

problem are defined with a dictionary.

Figure A.2 depicts the evolution of the tracking error {‖x(k)− x∗(k)‖}k∈N for

the prediction-correction method discussed above. The method is compared with

a correction-only strategy that does not employ a prediction to warm-start the

solver at each sampling time.
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Figure A.2: Tracking error for different online optimization methods.

The results show that prediction has a valuable effect in improving the perfor-

mance of the online solver, and tvopt provides an easy way to experiment with

prediction strategies.

A.3.2 Distributed linear regression

The problem is (A.3) with N = 25 agents and with local costs

fi,k(xi) = (aixi − bi(k))2/2
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where bi(k) = aiy(k) + ei(k) and y(k) is a sinusoidal signal with ei(k) a Gaussian

noise of variance σ2 = 10−2. The solver employed is DGD [58]. We report a

sample of the code in the following.

The network can be created as follows:

# adjacency matrix

adj_mat = networks.random_graph(N, 0.5)

# network

net = networks.Network(adj_mat)

and the distributed, online solver is implemented with:

x = x0 # initial condition

for k in range(f.time.num_samples):

# problem creation

problem = {"f":f.sample(t_s*k), "network":net}

# distributed solver

x = distributed_solvers.dpgm

(problem , step , x_0=x, num_iter=num_iter)
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Figure A.3: Fixed point residual {‖x(k)− x(k − 1)‖}k∈N for different graph topologies.

In Figure A.3 we report the fixed point residual (defined as {‖x(k)− x(k − 1)‖}k∈N)
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for different graph topologies. We remark that the random graph has ∼ 225 edges

and thus is the more connected of the four topologies, which explains the fact that

it achieves the better results.
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B
Proofs of Part II

B.1 Proofs of chapter 3

B.1.1 Proof of (3.5)

Following the derivation in [33], we show that applying the ADMM of Exam-

ple 2.10 to the distributed problem of interest yields (3.5). For convenience we

recall that the ADMM is characterized by the updates:

x(k) = arg min
x∈Rn

{
f(x)− 〈z(k)Ax〉+

ρ

2
‖Ax− c‖2

}
(B.1a)

w(k) = z(k)− ρ(Ax(k)− c) (B.1b)

y(k) = arg min
y∈Rm

{
g(y)− 〈2w(k)− z(k),By〉+

ρ

2
‖By‖2

}
(B.1c)

u(k) = 2w(k)− z(k)− ρBy(k) (B.1d)

z(k + 1) = z(k) + 2α(u(k)−w(k)), k ∈ N. (B.1e)

x update Using the particular structure of A we can see that in update (B.1a):

‖Ax‖2 =
N∑

i=1

di ‖xi‖2

since each xi appears in di constraints, i.e. rows of A. Moreover

〈A>z(k),x〉 =
N∑

i=1

〈
∑

j∈Ni
zij(k), xi〉
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because the i-th row of A> sums over the auxiliary variables stored by i. There-

fore (3.5a) becomes

x(k) = arg min
x

N∑

i=1

{
fi(xi)− 〈

∑

j∈Ni
zij(k), xi〉+

ρdi
2
‖xi‖2

}

which is clearly separable over the single components. Moreover, node i has all

the information necessary to compute xi(k).

y update Update (B.1c) in the distributed scenario becomes

y(k) = arg min
y=Py

{
〈2w(k)− z(k),y〉+

ρ

2
‖y‖2

}

whose KKT conditions are [6]

ρy = (I − P )ν − (2w(k)− z(k)) (B.2a)

y = Py (B.2b)

where ν is the vector of Lagrange multipliers. Plugging (B.2a) into (B.2b) yields

ρy = P (I − P )ν − P (2w(k)− z(k)) = −(I − P )ν − P (2w(k)− z(k)) (B.3)

where the second equality was derived using P 2 = I, which implies P (I −P ) =

−(I − P ). Finally, summing (B.2a) and (B.3) we get

y(k) = − 1

2ρ
(I + P )(2w(k)− z(k)) (B.4)

which means that yij(k) = yji(k) for any (i, j) ∈ E and k ∈ N.

z update Using (B.1b), and substituting (B.4) into (B.1d), the auxiliary up-

date (B.1e) becomes

z(k + 1) = (1− α)z(k)− αPz(k) + 2αρPAx(k) (B.5)
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and using the definitions of A, P we can characterize the distributed ADMM as

xi(k) = arg min
xi∈Rn

{
fi(xi)− 〈

∑

j∈Ni
zij(k), xi〉+

ρdi
2
‖xi‖2

}

zij(k + 1) = (1− α)zij(k) + α(−zji(k) + 2ρxj(k)), k ∈ N.

Finally, defining

qj→i(k) = −zji(k) + 2ρxj(k)

yields (3.5). �

B.1.2 Proof of (3.6)

Using the fact that
∑

j∈Ni zij(k) = [A>z(k)]i we can write

xi(k) = arg min
xi∈Rn

{
fi(xi)− 〈[A>z(k)]i, xi〉+

ρdi
2
‖xi‖2

}

= arg min
xi∈Rn

{
fi(xi) +

ρdi
2

∥∥xi − [A>z(k)]i/(ρdi)
∥∥2
}

where the second equality follows by adding
∥∥[A>z(k)]i

∥∥2
/(2ρdi) (which does

not depend on xi). Recalling then the the definition of proximal operator from

Definition 2.5, (3.6) is proved. �

B.1.3 Proof of Proposition 3.1

As shown in (3.9), the robust distributed ADMM is characterized by the update,

∀(i, j) ∈ E :

zij(k + 1) = (1− βij(k))zij(k)+

+ βij(k)
[
(1− α)zij(k)− αzji(k) + 2αρ proxfj/(ρdj)

(
[A>z(k)]j/(ρdj)

)]
.

But since we used the ADMM derived as the Peaceman-Rachford splitting applied

to the dual of our distributed problem, we can see that the robust ADMM is an

operator with random coordinate updates. Therefore the convergence results of

[15, Theorem 3] or (a particular case of) [14, Theorem 3.2] can be applied to prove
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almost sure convergence to the dual solution and, in turn, by strong duality, to

the primal solution. �

B.1.4 Proof of Lemma 3.1

From the first order optimality condition for (3.5a) it must hold for any i ∈ V

∇fi(xi(k))− [A>z(k)]i + ρdixi(k) = 0. (B.6)

Therefore using the Taylor expansion of the gradient ∇fi around x∗ we have

∇fi(xi) = ∇fi(x∗) +∇2fi(x
∗)(xi − x∗) + o′(xi − x∗) (B.7)

for x ∈ Bx∗ , where o′ : Rn → Rn is such that ‖o(xi − x∗)‖ / ‖xi − x∗‖ → 0 as

xi → x∗. Combining (B.6) and (B.7), the latter evaluated in xi(k), yields

[A>z(k)]i − ρdixi(k) = ∇fi(x∗) +∇2fi(x
∗)(xi(k)− x∗) + o′(xi(k)− x∗)

and solving for xi(k) we get

xi(k) = (ρdiIn +∇2fi(x
∗))−1

[
[A>z(k)]i+ (B.8)

+∇2fi(x
∗)x∗ −∇fi(x∗) + o′(xi(k)− x∗)

]
.

Stacking the updates (B.8) for i ∈ V we can write

x(k) = H−1
[
A>z(k) + g + o′(x(k)− x∗)

]
(B.9)

where H = blk diag {ρdiIn +∇2fi(x
∗)}, g and o′ stack ∇2fi(x

∗)x∗−∇fi(x∗) and

o′(xi(k + 1)− x∗), respectively.

Using the auxiliary update (B.5) and (B.9) we can write

z(k + 1) = (1− α)z(k)− αPz(k) + 2αρPAH−1
[
A>z(k) + g + o′(x(k)− x∗)

]

=: Tz(k) + u+ o(x(k)− x∗) (B.10)

where T = (1−α)I−αP + 2αρPAH−1A>, u = 2αρPAH−1g, and o : RnN →
RnM , o(·) = 2αρPAH−1 o′(·), decays faster than the argument. �
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Remark B.1. Using the particular structure of A we see that

AH−1A> = blk diag
{
1di×di ⊗ (ρdiIn +∇2fi(x

∗))
}
.

But since fi is twice continuously differentiable for any i, the Hessians ∇2fi(x
∗)

are symmetric and thus T is symmetric as well.

B.1.5 Proof of Proposition 3.2

The proof consists of the following steps: (i) derive the auxiliary update in Al-

gorithm 1 as a perturbed, randomized affine operator, and characterize its prop-

erties; (ii) bound the mean primal error for the quadratic approximation with

the auxiliary error, which converges linearly; (iii) extend the result to the general

case.

(i) Randomized perturbed affine operator Observe that, from (3.9), (B.10)

and, recalling the definition of B(k), we can write

z(k + 1) = (I −B(k))z(k) +B(k) [Tz(k) + u+ o(x(k)− x∗)]
= T̂ (k)z(k) +B(k) [u+ o(x(k)− x∗)] (B.11)

where T̂ (k) := I −B(k)(I − T ). Let z̄ ∈ fix(TPR), then since z̄ = T z̄ + u, we

have z̄ = T̂ (k)z̄ +B(k)u for any k ∈ N. Thus iterating (B.11) and subtracting

z̄ yields

z(k+ 1)− z̄ =
k∏

`=0

T̂ (`)(z(0)− z̄) +
k∑

h=0

(
k∏

`=h+1

T̂ (`)

)
B(h)o(x(h)−x∗) (B.12)

where by convention
∏k

`=k+1 T̂ (`) = I. Let us consider now the quadratic case

that we have assuming (B.7) holds true with the residual equal to 0. In this

case (B.12) becomes

z(k + 1)− z̄ =
k∏

`=0

T̂ (`)(z(0)− z̄). (B.13)
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By Proposition 3.1 we know that z(k + 1) converges with probability one to a

fixed point z̄′ ∈ fix(TPR), in general different from z̄, which implies from (B.13)

that

z̄′ − z̄ a.s.
= lim

k→∞
(z(k + 1)− z̄) = lim

k→∞

k∏

`=0

T̂ (`)(z(0)− z̄). (B.14)

Notice that, given any two fixed points z̄, z̄′ ∈ fix(TPR), it holds z̄′− z̄ ∈ ker(I −
T ), thus for (B.14) to be true there must exist c1, . . . , cH random variables such

that

lim
k→∞

k∏

`=0

T̂ (`)(z(0)− z̄) =
H∑

h=1

chvh,

where ker(I − T ) = span{v1, . . . ,vH}. The realizations of ch, h = 1, . . . , H

depend on the realizations of T̂ (`), ` ∈ N and on the initial condition z(0). In

general z(0)− z̄ 6∈ ker(I −T ), which implies that we are able to find the random

vectors ε1, . . . εH such that

lim
k→∞

k∏

`=0

T̂ (`) =
H∑

h=1

vhε
>
h and ch = ε>h (z(0)− z̄). (B.15)

(ii) Mean error bound We start by proving the following auxiliary result.

Lemma B.1. Let Assumption 3.2 hold, then (3.5) satisfies

‖x(k)− x∗‖2 ≤ ζ2
∥∥A>(z(k)− z̄)

∥∥2
(B.16)

where ζ = maxi {1/(µ+ ρdi)}.
Proof. Consider the update (3.6); since fi is µ-strongly convex, then we know

that the proximal proxfi/(ρdi) is 1/(1 + µ/(ρdi))-contractive [158], which implies

‖xi(k)− x∗‖ ≤ 1

µ+ ρdi

∥∥[A>(z(k)− z̄)]i
∥∥

for any z̄ ∈ fix(TPR). Then

‖x(k)− x∗‖2 ≤
N∑

i=1

1

(µ+ ρdi)2

∥∥[A>(z(k)− z̄)]i
∥∥2 ≤ ζ2

∥∥A>(z(k)− z̄)
∥∥2
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where ζ = maxi {1/(µ+ ρdi)}. �

Now, by iterating (B.13), taking the expectation, exploiting Lemma B.1 and

Jensen’s inequality, we can write

E [‖x(k)− x∗‖] ≤ ζ

√
E
[
‖A>(z(k)− z̄)‖2

]
= ζ
√

(z(0)− z̄)>D(k)(z(0)− z̄)

where

D(k) := E

[( k−1∏

`=0

T̂ (`)

)>
AA>

( k−1∏

`=0

T̂ (`)

)]
,

if k ≥ 1, otherwise D(0) = AA>. Therefore, with a simple recursive argument,

we can characterize the bound for the primal error in terms of the evolution of

the linear system

D(k + 1) = E
[
T̂ (k)>D(k)T̂ (k)

]
= E

[
T̂ (0)>D(k)T̂ (0)

]
=: L(D(k)) (B.17)

with initial condition D(0) = AA>, and where the second equality holds since,

by Assumption 3.1, the T̂ (k) are independent and identically distributed.

We prove now the following auxiliary results.

Lemma B.2. The eigenvalues of T are either equal to 1 or strictly inside the

unitary circle. Moreover the eigenvalues in 1 are all semi-simple. In addition the

following property holds

ker(I − T ) ⊂ ker(A>). (B.18)

Proof. For affine averaged operators the eigenvalues of T are all inside the circle

on the complex plane with center 1 − α + i0 and radius α [155]. This implies

that the unique eigenvalues of T with unitary absolute value are in 1, and by

convergence of the Krasnosel’skĭı-Mann they are semi-simple.

Now let ker(I−T ) = span{v1, . . . ,vH} where H is the algebraic (and geometric)

multiplicity of 1. Notice that, given z̄ ∈ fix(TPR) and vvh ∈ ker(I − T ), then

z̄ + cvh ∈ fix(TPR) for any c ∈ R. For any z̄ ∈ fix(TPR) from (B.9) we have
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x∗ = H−1[A>z̄ + g], which, by uniqueness of x∗, implies

x∗ = H−1[A>z̄ + g] = H−1[A>(z̄ + cvh) + g].

By the nonsingularity of H this condition implies vh ∈ ker(A>), h = 1, . . . , H,

and thus ker(I − T ) ⊂ ker(A>). �

Lemma B.3. The eigenvalues of the operator L are all either strictly inside the

unitary circle, or in 1. In particular, let ε1, . . . , εH be the random vectors such

that (B.15) holds. Then the eigenspace of L relative to 1 is H2-dimensional and

is generated by E[εiε
>
j ], i, j = 1, . . . , H.

Proof. Taking the limit for k →∞ of (B.17) and exploiting the property (B.15)

proved above yields, for any initial condition D(0):

lim
k→∞

D(k) = lim
k→∞
Lk(D(0))

= lim
k→∞

E

[( k−1∏

`=0

T̂ (`)

)>
D(0)

( k−1∏

`=0

T̂ (`)

)]

= E

[( H∑

h=1

vhε
>
h

)>
D(0)

( H∑

h=1

vhε
>
h

)]

=
H∑

i=1

H∑

j=1

(v>i D(0)vj)E
[
εiε
>
j

]
. (B.19)

This proves that the eigenspace of L relative to the eigenvalue 1 is H2 dimensional

and it is generated by E[εiε
>
j ], i, j = 1, . . . , H. �

By Lemma B.2 we have ker(I − T ) ⊂ ker(A>), and so (B.19) with initial con-

dition D(0) = AA> implies that AA> is orthogonal to the eigenspace generated

by the eigenvectors relative to 1. Thus we have limk→∞ Lk(D(0)) = 0, which

proves that the primal error converges linearly to zero. The rate of convergence

is characterized by the largest eigenvalue of the linear system L strictly inside the

unitary circle, that is by γ̄ as defined in Lemma 3.2.
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(iii) General case By the results of point (ii) we can write

E



∥∥∥∥∥A

>
k−1∏

`=0

T̂ (`)

∥∥∥∥∥

2

 ≤ C ′γ̄k (B.20)

for some C ′ > 0. Moreover, in the general case, iterating (B.12) and exploiting

the primal error bound

E [‖x(k)− x∗‖] ≤ ζ

√
E
[
‖A>(z(k)− z̄)‖2

]
,

we obtain

E [‖x(k)− x∗‖] ≤ ζ

√√√√√E



∥∥∥∥∥A

>
k−1∏

`=0

T̂ (`)

∥∥∥∥∥

2

 ‖z(0)− z̄‖+

+ ζ
k−1∑

h=0

√√√√√E



∥∥∥∥∥A

>
k−1∏

`=h+1

T̂ (`)

∥∥∥∥∥

2

E [‖B(h)‖] × (B.21)

× E [‖o(x(h)− x∗)‖] .

Now, using (B.20) and the fact that B(k) are independent and identically dis-

tributed, we have

E [‖x(k)− x∗‖] ≤ ζ ‖z(0)− z̄‖
√
C ′γ̄k+

+ ζ
k−1∑

h=0

√
C ′γ̄k−h−1 E [‖B(0)‖] E [‖o(x(h)− x∗)‖]

We can now argue that there exists a sequence of positive numbers {δk}k≥1 such

that δk+1 ≤ δk, limk→∞ δk = 0 and

‖o(x(k)− x∗)‖ ≤ δk ‖x(k)− x∗‖ .
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Hence we have the following inequality

E [‖x(k)− x∗‖] ≤ ζ ‖z(0)− z̄‖
√
C ′γ̄k+

+ ζ
√
C ′E [‖B(0)‖]

k−1∑

h=0

√
γ̄k−h−1δh+1E [‖x(h)− x∗‖]

and with the same argument employed in [A1, Proposition 2] the proof is com-

plete. �

B.1.6 Proof of Lemma 3.2

The idea is to introduce a matrix representation of L and then compute its largest

eigenvalue inside the unitary circle.

Let vect(·) be the vectorization operator that, given a matrix M ∈ RK×K ,

returns the vector vect(M ) ∈ RK2
having [M ]i,j in position (i − 1)K + j. A

useful property of vect is that for a triplet of matrices of suitable dimensions we

can write vect(ABC) = (C> ⊗A) vect(B).

Vectorizing the linear system L we obtain

vect(D(k + 1)) = E
[
T̂ (0)> ⊗ T̂ (0)>

]
vect(D(k)) = L vect(D(k))

where γ̄ of L coincides with the largest eigenvalue of L strictly inside the unitary

circle.

Using Assumption 3.1 we now give an explicit formula for L in terms of T and

the expectation of B(0). The symmetry of T , see Remark B.1, implies that of

T̂ (0) and thus of L. Therefore, omitting the dependence on time in B(0), we

have:

L = E[(I −B +BT )⊗ (I −B +BT )] =

= E
[
I ⊗ I − I ⊗B + I ⊗BT −B ⊗ I +B ⊗B+

−B ⊗BT +BT ⊗ I −BT ⊗B +BT ⊗BT
]
,

and by linearity of the expectation we can focus on each term separately. The

first term is clearly equal to itself, while we have E[I ⊗ B] = I ⊗ E[B], and,
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similarly, E[B ⊗ I] = E[B]⊗ I.

The remaining terms can be computed using the following property of the Kro-

necker product (AC ⊗ BD) = (A ⊗ B)(C ⊗ D) for matrices A,B,C,D of

suitable dimensions:

• E[I ⊗BT ] = E[(I ⊗B)(I ⊗ T )] = (I ⊗ E[B])(I ⊗ T ) = I ⊗ E[B]T ,

• E[BT ⊗ I] = E[(B ⊗ I)(T ⊗ I)] = (E[B]⊗ I)(T ⊗ I) = E[B]T ⊗ I,

• E[B ⊗BT ] = E[(B ⊗B)(I ⊗ T )] = E[B ⊗B](I ⊗ T ),

• E[BT ⊗B] = E[(B ⊗B)(T ⊗ I)] = E[B ⊗B](T ⊗ I),

• E[BT ⊗BT ] = E[(B ⊗B)(T ⊗ T )] = E[B ⊗B](T ⊗ T ).

Summing and rearranging the terms (exploiting the properties of the Kronecker

product) the thesis follows. �

B.2 Proofs of chapter 4

B.2.1 Proof of Lemma 4.1

We want to characterize ‖e‖ =
(∑d

i=1 e
2
i

)1/2

as a sub-Weibull. By Proposi-

tion 2.2 we know that e2
i ∼ subW

(
2θ, 22θν2

)
, and it follows that

∑d
i=1 e

2
i ∼

subW
(
2θ, d22θν2

)
. Finally, taking the square root implies

‖e‖ ∼ subW
(
θ,
√
d2θν

)
.

�

B.3 Proofs of chapter 5

B.3.1 Proof of Proposition 5.1

By the triangle inequality, we have:

‖zi(k + 1)− z∗i ‖i ≤ ‖(1− ui(k))zi(k) + ui(k)Ti(z(k))− z∗i ‖i + ui(k) ‖ei(k)‖i
≤ ζui(k) ‖zi(k)− z∗i ‖i + ui(k) ‖ei(k)‖i (B.22)

161



where we used the quasi-contractiveness of T . Starting from inequality (B.22),

we now bound the mean of the error and provide a high probability bound.

Part (i) Taking the expectation of (B.22) yields

E [‖zi(k + 1)− z∗i ‖i] ≤ χiE [‖zi(k)− z∗i ‖i] + piµi (B.23)

where we defined χi := 1 − pi + piζ, and notice that χi ≥ ζ. Recursively apply-

ing (B.23) and using the geometric sum yields the thesis.

Part (ii) Iterating (B.22) we have

‖zi(k)− z∗i ‖i ≤
k−1∏

h=0

ζui(k) ‖zi(0)− z∗i ‖i +
k−1∑

h=0

k−1∏

j=h+1

ζui(j)ui(h) ‖ei(h)‖i

(i)
= ζβi(k) ‖zi(0)− z∗i ‖i +

k∑

h=0

ζ(
∑k
j=h+1 ui(j))ui(h) ‖ei(h)‖i (B.24)

where in (i) we defined βi(k) =
∑k−1

j=0 ui(j), which is a binomial with βi(k) ∼
B(k, pi).

Let us now define the sub-sequence {h`}βi(k)−1
`=0 with ui(h`) = 1 for ` = 0, . . . , βi(k)−

1, that is, the indices of the iterations that see an update of the i-th coordinate.

We can then rewrite the RHS of (B.24) as follows:

k−1∑

h=0

ζ(
∑k−1
j=h+1 ui(j))ui(h) ‖ei(h)‖i =

βi(k)−1∑

`=0

ζ
(
∑k−1
j=h`+1 ui(j)) ‖ei(h`)‖i .

By definition of {h`}βi(k)−1
`=0 we know that between the times h`+1 and k the total

number of updates that are performed is βi(k) − (` + 1). As a consequence we

rewrite (B.24) as

‖zi(k)− z∗i ‖i ≤ ζβi(k) ‖zi(0)− z∗i ‖i +

βi(k)−1∑

`=0

ζβi(k)−`−1 ‖ei(h`)‖i

≤ ζβi(k) ‖zi(0)− z∗i ‖i +
k−1∑

`=0

ζ` ‖ei(βi(k)− 1− h`)‖i (B.25)
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where we added k−β(k)−1 terms to the sum to remove the dependence on βi(k),

with the additional additive errors having the same distribution as ‖ei(βi(k))‖i.
We observe now that ζβi(k) is subW (1/2, ηi(k)), where ηi(k) is a monotonically

decreasing function of k, see the discussion in section 5.1.1. This fact, combined

with Assumption 4.1(ii) for which ‖ei‖i ∼ subW (θ, νi) and using Proposition 2.2,

shows that the RHS in (B.25) is sub-Weibull with parameters

θ′ = max{1/2, θ} and ν ′i(k) = ηi(k) ‖zi(0)− z∗i ‖i +
1− ζk
1− ζ νi.

Finally, using Lemma 2.11 the thesis follows. �

B.3.2 Proof of Proposition 5.2

Let z∗ ∈ fix(T ); we have for each coordinate i = 1, . . . , n:

‖zi(k + 1)− z∗i ‖2
i

(i)

≤ ‖(1− ui(k))zi(k) + ui(k)Ti(z(k))− z∗i ‖2
i +

+ ui(k)
(
‖ei(k)‖2

i + 2〈(1− ui(k))zi(k) + ui(k)Ti(z(k))− z∗i , ei(k)〉i
)

(ii)

≤ ‖(1− ui(k))zi(k) + ui(k)Ti(z(k))− z∗i ‖2
i +

+ ui(k)
(
‖ei(k)‖2

i + 2 diam(Di) ‖ei(k)‖i
)

(iii)

≤ ‖zi(k)− z∗i ‖2
i − ui(k)

1− α
α
‖(Ii − Ti)(z(k))‖2

i + ui(k)mi(k)

(B.26)

where (i) follows by definition of norm and using the fact that ui(k) = (ui(k))2,

(ii) holds by Cauchy-Schwarz inequality and boundedness of Di, and (iii) by the

quasi-averagedness of T and defining mi(k) := ‖ei(k)‖2
i + 2 diam(Di) ‖ei(k)‖i.

Rearranging (B.26) with ui(k)1−α
α
‖(Ii − Ti)(z(k))‖2

i on the LHS, and averaging

over time we get:

1

k + 1

k∑

h=0

ui(h) ‖(Ii − Ti)(z(h))‖2
i ≤

1

k + 1

α

1− α

(
‖zi(0)− z∗i ‖2

i +
k∑

h=0

ui(h)mi(h)

)

(B.27)

where all error terms on the RHS cancel out, except for the initial one ‖zi(0)− z∗i ‖2
i ,

and for −‖zi(k + 1)− z∗i ‖2
i , which we removed for simplicity.
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Convergence in mean Taking the expected value of (B.27) we get

E

[
1

k + 1

k∑

h=0

ui(h) ‖(Ii − Ti)(z(h))‖2
i

]
≤ 1

k + 1

α

1− α

(
‖zi(0)− z∗i ‖2

i + pi

k∑

h=0

E [mi(h)]

)

and, using E [mi(h)] = E [mi(`)], ∀h, ` ∈ N, the thesis follows.

Convergence in high probability In (B.27) we see that the first term on

the RHS is deterministic, so we need only bound the second term. By Proposi-

tion 2.2 we know that mi(h) ∼ subW
(
2θ, 22θν2

i + 2 diam(Di)νi
)
. Finally, using

Proposition 2.2 we easily see that

1

k + 1

k∑

h=0

ui(h)mi(h) ≤ 1

k + 1

k∑

h=0

mi(h) ∼ subW
(
2θ, 22θν2

i + 2 diam(Di)νi
)

and by Lemma 2.11 the thesis follows. �

B.3.3 Proof of Lemma 5.1

By the binomial distribution of βi(k) we have

∥∥ζβi(k)
∥∥`
`

= E
[
(ζ`)βi(k)

]
=

k∑

j=0

(ζ`)j
(
k

j

)
pji (1− pi)k−j

=
k∑

j=0

(
k

j

)(
ζ`pi

)j
(1− pi)k−j = (1− pi + piζ

`)k

where the last equality holds by the binomial theorem. Taking the `-th root yields

the thesis. �

B.3.4 Proof of Lemma 5.2

By Proposition 5.1 we have

E [‖zi(k)− z∗i ‖i] ≤ χki ‖zi(0)− z∗i ‖i + pi
1− χki
1− χi

µi.
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Then, by Markov’s inequality (2.9) we have that P [‖zi(k)− z∗i ‖i ≥ E [‖zi(k)− z∗i ‖i] /δ] ≤
δ, which yields (5.2). �

B.3.5 Proof of Proposition 5.3

Recalling the bound (B.25) from the proof of Proposition 5.1, we have that

‖zi(k)− z∗i ‖i ≤ ζβi(k) ‖zi(0)− z∗i ‖i

where βi(k) ∼ B(k, pi).

Using Sanov’s theorem [29, Theorem D.3] (in particular its symmetric form in

[29, eq. (D.7)]) we know that

P [β(k) ≤ k(pi − ε)] ≤ exp (−kD(pi − ε||pi))

and, since P
[
ζβi(k) ≥ ζk(pi−ε)

]
= P [β(k) ≤ k(pi − ε)], the thesis follows. �

B.3.6 Proof of Proposition 5.4

First of all, from (B.26) in the proof of Proposition 5.2 we can see that, if ui(k) =

1, then

‖zi(k + 1)− z∗i ‖2
i ≤ ‖zi(k)− z∗i ‖2

i −
1− α
α
‖(Ii − Ti)(z(k))‖2

i ,

while if ui(k) = 0 we have ‖zi(k + 1)− z∗i ‖2
i = ‖zi(k)− z∗i ‖2

i . This implies that

the operator is stochastic Fejér monotone, see [14, 105], as well as [11] for the

notion of deterministic Fejér monotonicity; as a consequence, the sequence of

fixed point residuals {‖(Ii − Ti)(z(k))‖i}k∈N|ui(k)=1 is monotonically decreasing.

Therefore, taking (B.27) and using the Fejér monotonicity we can write

βi(k + 1) ‖(Ii − Ti)(z(k))‖2
i ≤

k∑

h=0

ui(h) ‖(Ii − Ti)(z(h))‖2
i ≤

α

1− α ‖zi(0)− z∗i ‖2
i

where we used the fact that the sequence {‖zi(k + 1)− zi(k)‖}k∈N|ui(k)=1 has
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βi(k + 1) non-zero terms. Dividing by βi(k + 1) on both sides we get

‖zi(k + 1)− zi(k)‖2
i ≤

1

βi(k + 1)

α

1− α ‖zi(0)− z∗i ‖2
i .

We have now the following fact

P
[

1

βi(k + 1)
‖zi(0)− z∗i ‖2

i ≥
1

(pi − ε)(k + 1)
‖zi(0)− z∗i ‖2

i

]
=

= P [βi(k + 1) ≤ (k + 1)(pi − ε)]
(i)

≤ exp (−(k + 1)D(pi − ε||pi))

where (i) holds by Sanov’s theorem [29, Theorem D.3] (cf. [29, eq. (D.7)]), and

the thesis follows. �

B.3.7 Proof of Corollary 5.1

By Proposition 5.1 we know that

E [‖zi(k)− z∗i ‖i] ≤ χki ‖zi(0)− z∗i ‖i + pi
1− χki
1− χi

µi,

and, defining the random variable yi(k) := max
{

0, ‖zi(k)− z∗i ‖i − pi
1−χki
1−χi µi

}
,

this fact implies E [yi(k)] ≤ χki ‖zi(0)− z∗i ‖i.
By Markov’s inequality (2.9) then we have that, for any ε > 0:

P [yi(k) ≥ ε] ≤ E [yi(k)]

ε
≤ ‖zi(0)− z∗i ‖i

ε
χki

and we further have:

∞∑

k=0

P [yi(k) ≥ ε] ≤ ‖zi(0)− z∗i ‖i
ε

1

1− χi
<∞.

By the Borel-Cantelli lemma, this fact implies that almost surely

lim sup
k→∞

yi(k) ≤ ε,

and, since the inequality holds for any ε > 0, the thesis is proved. �

166



B.3.8 Proof of Corollary 5.2

By Proposition 5.1 we know that ‖zi(k)− z∗i ‖i is upper bounded by a sub-Weibull

with parameters θ and Ni(k) = ζk ‖zi(0)− z∗i ‖i +
∑k−1

h=0 ζ
k−h−1νi(k).

We can see that limk→∞Ni(k) = 0, where the second term converges to zero by

using [54, Lemma 3.1(a)]. As a consequence limk→∞ ‖zi(k)− z∗i ‖ ∼ subW (θ, 0),

and, since ‖zi(k)− z∗i ‖ ≥ 0 for all k ∈ N, this implies that almost surely

limk→∞ ‖zi(k)− z∗i ‖ = 0. �
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C
Proofs of Part III

C.1 Proofs of chapter 8

C.1.1 Proof of Proposition 8.1

By Assumption 8.1 we know that for any k ∈ N:

‖z∗(k + 1)− z∗(k)‖ ≤ σ(k)

‖ẑ∗(k + 1)− z∗(k + 1)‖ ≤ τ(k)
.

Moreover, we assumed that the solvers applied during the prediction and correc-

tion steps are ζ-contractive, and since they are applied for NP and NC iterations,

respectively, we have:

‖ẑ(k + 1)− ẑ∗(k + 1)‖ ≤ ζNP ‖z(k)− ẑ∗(k + 1)‖ (C.1a)

‖z(k + 1)− z∗(k + 1)‖ ≤ ζNC ‖ẑ(k + 1)− z∗(k + 1)‖ . (C.1b)

The goal now is to bound the prediction error ‖ẑ(k + 1)− z∗(k + 1)‖. If NP =

0 then no prediction is applied, and, using the triangle inequality, we can write:

‖ẑ(k + 1)− z∗(k + 1)‖ = ‖z(k)− z∗(k + 1)‖
≤ ‖z(k)− z∗(k)‖+ ‖z∗(k)− z∗(k + 1)‖
≤ ‖z(k)− z∗(k)‖+ σ(k)

= ζNP ‖z(k)− z∗(k)‖+ ζNPσ(k) + ξ(NP)
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where the last equality holds because obviously ζNP = 1 if NP = 0, and by the

definition

ξ(`) =





0 if ` = 0

1 + ζ` otherwise.

Consider now the case NP > 0. By the triangle inequality, the early termination

inequality (C.1a), and Assumption 8.1, the following chain of inequalities holds:

‖ẑ(k + 1)− z∗(k + 1)‖ ≤ ‖ẑ(k + 1)− ẑ∗(k + 1)‖+ ‖ẑ∗(k + 1)− z∗(k + 1)‖
≤ ζNP ‖z(k)− ẑ∗(k + 1)‖+ τ(k)

≤ ζNP (‖z(k)− z∗(k)‖+ ‖z∗(k)− z∗(k + 1)‖+ ‖z∗(k + 1)− ẑ∗(k + 1)‖) + τ(k)

≤ ζNP ‖z(k)− z∗(k)‖+ ζNPσ(k) + (1 + ζNP)τ(k)

= ζNP ‖z(k)− z∗(k)‖+ ζNPσ(k) + ξ(NP)τ(k), (C.2)

where the last equality follows by the above definition of ξ(`).

Finally, combining (C.2) with (C.1b) the thesis is proved. �

C.1.2 Proof of Corollary 8.1

Follows from the recursion (8.2) and Lemma 3.1(a) in [54]. �

C.1.3 A preliminary result

We present the following preliminary result, which will be used in the next proof.

Proposition C.1. Let f ∈ Fµ,L (Rn) and g ∈ F0,∞ (Rn), then the solution map-

ping

S(p) = {y | ∇xf(y) + ∂g(y) 3 p}

of the parameterized generalized equation ∇xf(y) +∂g(y) 3 p is single-valued

and µ−1-Lipschitz continuous.

Proof. The proof follows from [198, Theorem 1], and is reworked here for com-

pleteness and matching notation. The single-valuedness of the solution map-

ping follows from the strong convexity of f , which implies that, for a fixed p,

S(p) = arg miny{f(y) + g(y)− 〈p,y〉} has a unique solution.
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In order to prove the Lipschitz continuity of the solution mapping, we need to

prove that for any p, q ∈ Rn it holds ‖S(p)− S(q)‖ ≤ µ−1 ‖p− q‖. Let y = S(p)

and w = S(q), by definition of the solution mapping it holds p−∇xf(y) ∈ ∂g(y)

and q − ∇xf(w) ∈ ∂g(w). Using the definition of subdifferential, the following

inequalities are thus verified:

〈z − y,p−∇xf(y)〉 ≤ g(z)− g(y) (C.3a)

〈z −w, q −∇xf(w)〉 ≤ g(z)− g(w) (C.3b)

for any choice of z ∈ Rn. In particular, choosing z = w in (C.3a) and z = y

in (C.3b), and, multiplying it by −1, yields

〈w − y,p−∇xf(y)〉 ≤ g(w)− g(y) ≤ 〈w − y, q −∇xf(w)〉,

which implies

〈w − y,∇xf(w)−∇xf(y)〉 ≤ 〈w − y, q − p〉. (C.4)

Finally, since ∇xf is the gradient of a µ-strongly convex function, it holds

〈x− y,∇xf(x)−∇xf(y)〉 ≥ µ ‖x− y‖2 , (C.5)

for any x,y ∈ Rn. Thus combining (C.4) and (C.5) yields

µ ‖w − y‖2 ≤ 〈w − y,∇xf(w)−∇xf(y)〉 ≤ ‖w − y‖ ‖q − p‖ .

�

C.1.4 Proof of Lemma 8.1

The following proof is an extension of [199, Theorem 2F.10] when ∇txf exists

everywhere. First, we define the auxiliary functions: Ψ(y) = ∇xfk+1(y) +

∂gk+1(y) and ψ(y) = ∇xfk(y)−∇xfk+1(y) and, by the fact that ∇xfk(x
∗(k)) +

∂gk(x
∗(k)) 3 0 and ∇xfk+1(x∗(k + 1)) + ∂gk+1(x∗(k + 1)) 3 0, we have (ψ +
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Ψ)(x∗(k + 1)) 3 ψ(x∗(k + 1)). Moreover, we can see that

(ψ + Ψ)(x∗(k)) = ∂gk+1(x∗(k))− ∂gk(x∗(k)) 3 ∇̃gk+1(x∗(k))− ∇̃gk(x∗(k)).

We define now the function F (y) = (ψ + Ψ)(y) and consider the parametric

generalized equation F (y) + p 3 0. Under Assumptions 8.2 and 8.3, Proposi-

tion C.1 implies that the solution mapping p 7→ y(p) for this generalized equa-

tion is everywhere single valued and Lipschitz continuous with constant µ−1, i.e.

‖y(p)− y(p′)‖ ≤ ‖p− p′‖ /µ. Therefore, setting p = ∇̃gk+1(x∗(k))−∇̃gk(x∗(k))

and p′ = −ψ(x∗(k + 1)), implies

‖x∗(k + 1)− x∗(k)‖ ≤
∥∥∥ψ(x∗(k + 1))− ∇̃gk+1(x∗(k))− ∇̃gk(x∗(k))

∥∥∥ /µ ≤ (C0Ts+D0)/µ

where we used the fact that:

‖ψ(x∗(k + 1))‖ = ‖∇xfk(x
∗(k + 1))−∇xfk+1(x∗(k + 1))‖ ≤ C0Ts,

see [130, eq. (59)], and Assumption 8.4. �

C.1.5 Proof of Corollary 8.2

By (8.4) we have that

σ(k) ≤ σ = d(C0Ts +D0)/µ, ∀k ∈ N.

Using this fact into (8.3)

lim sup
k→∞

‖z(k)− z∗(k)‖ ≤ ζNC

1− ζNC+NP

(
ζNPσ + ξ(NP)τ

)

and setting τ(k) = 0, k ∈ N, yields the result for the correction-only case.

In the prediction-only case, using a one-step-back prediction we know that

the prediction problem coincides with the optimization problem observed at the

previous sampling time. This implies that

τ(k) = σ(k) ≤ σ = d(C0Ts +D0)/µ, ∀k ∈ N,
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with the inequality holding by (8.4) as above. Then, using this fact and setting

σ(k) in (8.3) yields the thesis. �

C.1.6 Proof of Lemma 8.2

Define the functions

Ψ(y) = ∇xfk+1(y) + ∂gk+1(y)

ψ(y) = ∇xf̂k+1(y)−∇xfk+1(y);

by the optimality conditions of the correction and prediction problems we have

that (Ψ+ψ)(x∗(k+1)) 3 ψ(x∗(k+1)) and (Ψ+ψ)(x̂∗(k+1)) 3 ∇̃gk+1(x̂∗(k+1))−
∇̃gk(x̂∗(k+1)). Then, applying Proposition C.1 to the parameterized generalized

equation (Ψ + ψ)(y) 3 p we have the following bound

‖x̂∗(k + 1)− x∗(k + 1)‖ ≤
∥∥∥ψ(x∗(k + 1))− ∇̃gk+1(x̂∗(k + 1))− ∇̃gk(x̂∗(k + 1))

∥∥∥ /µ

≤ (‖ψ(x∗(k + 1))‖+D0)/µ

where the second inequality follows by triangle inequality and Assumption 7.2(ii).

Let now ϕ : R → R be a function of t which we are interpolating according

to (7.6); by [182, Theorem 8.2] we can characterize the interpolation error as:

ϕ(t)− ϕ̂(t) =
ϕ(I)(v)

I!
ωI(t) with ωI(t) =

I∏

i=1

(t− ti). (C.6)

Using the formula (C.6) in our set-up then we have the bound:

‖ψ(x∗(k + 1))‖ =
∥∥∥∇xf̂k+1(x∗(k + 1))−∇xfk+1(x∗(k + 1))

∥∥∥

≤
∥∥∥∥

1

I!

∂(I)

∂t(I)
∇xf(x∗(k + 1); τ)ωI(tk+1)

∥∥∥∥ ≤ C(I)T Is

(C.7)

where τ ∈ [tk−1, tk+1], and we used the facts that ωI(tk+1) =
∏I

i=1(tk+1−tk+1−i) =

I!T Is (cf. (C.6)) and Assumption 8.5 to derive the last inequality. �
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C.1.7 Proof of Corollary 8.3

The thesis follows by using Lemmas 8.1 and 8.2 into (8.3). �

C.1.8 Proof of Lemma 8.3

In this section we bound, using Proposition C.1, the error that derives from

approximating (7.4) at time k+ 1 with (7.3). Let us first introduce the following

functions:

Ψ(y) = ∇xfk+1(x∗(k + 1)) +∇xxfk+1(x∗(k + 1))(y − x∗(k + 1)) + ∂gk+1(y),

ψ(y) = ∇xf̂k+1(y)−
[
∇xfk+1(x∗(k + 1)) +∇xxfk+1(x∗(k + 1))(y − x∗(k + 1))

]
.

Solving (7.4) at time k + 1 and (7.3) is equivalent to solving the generalized

equations ∇xfk+1(x) + ∂gk+1(x) 3 0 and ∇xf̂k+1(x) + ∂gk(x) 3 0, respectively.

As a consequence, it holds that (ψ + Ψ)(x∗(k + 1)) 3 ψ(x∗(k + 1)), and that

(ψ + Ψ)(x̂∗(k + 1)) = ∇xf̂k+1(x̂∗(k + 1)) + ∂gk+1(x̂∗(k + 1))

= ∇xf̂k+1(x̂∗(k + 1)) + ∂gk+1(x̂∗(k + 1))+

+ ∂gk(x̂
∗(k + 1))− ∂gk(x̂∗(k + 1))

3 ∇̃gk+1(x̂∗(k + 1))− ∇̃gk(x̂∗(k + 1))

Consider now the parameterized generalized equation (ψ + Ψ)(x) 3 p and

denote by S(p) its solution mapping. Using the above characterizations of the

correction and prediction problems’ solutions, we have S
(
∇̃gk+1(x̂∗(k + 1)) −

∇̃gk(x̂∗(k+ 1))
)

= x̂∗(k+ 1) and S(ψ(x∗(k+ 1))) = x∗(k+ 1). Applying Propo-

sition C.1 thus implies that the approximation error satisfies:

‖x̂∗(k + 1)− x∗(k + 1)‖ ≤ µ−1
∥∥∥ψ(x∗(k + 1))−

(
∇̃gk+1(x̂∗(k + 1))− ∇̃gk(x̂∗(k + 1))

)∥∥∥

≤ µ−1 (‖ψ(x∗(k + 1))‖+D0) (C.8)

where for the second inequality we used the triangle inequality and Assump-

tion 7.2(ii).

We can then bound the term ‖ψ(x∗(k + 1))‖ following the steps detailed in
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[130, Appendix B] under Assumptions 8.2 and 8.3, which yields

‖ψ(x∗(k + 1))‖ ≤ 2L ‖x(k)− x∗(k)‖+ 2L ‖x∗(k + 1)− x∗(k)‖+ 2C0Ts. (C.9)

Combining (C.9) with Lemma 8.1 and substituting into (C.8) then yields:

‖x̂∗(k + 1)− x∗(k + 1)‖ ≤ 2κ ‖x(k)− x∗(k)‖+ 2(1 + κ)C0Ts/µ+ (1 + 2κ)D0/µ.

The thesis follows by using the fact that 1 + 2κ < 2(1 + κ). �

C.1.9 Proof of Corollary 8.4

By Lemmas 8.1 and 8.3 we know that

σ(k) = d(C0Ts +D0)/µ

and

τ(k) = d [2κ ‖z(k)− z∗(k)‖+ 2(C0Ts +D0)(1 + κ)/µ] ,

where we used the fact that there exists d ≥ 1 such that e.g. ‖z∗(k + 1)− z∗(k)‖ ≤
d ‖x∗(k + 1)− x∗(k)‖, as well as the fact that ‖x(k)− x∗(k)‖ ≤ ‖z(k)− z∗(k)‖
by non-expansiveness of X .

Combining these bounds with Proposition 8.1:

‖z(k + 1)− z∗(k + 1)‖ ≤ ζNC

(
ζNP ‖z(k)− z∗(k)‖+ ζNPσ(k) + ξ(NP)τ(k)

)

then yields the following error bound:

‖z(k + 1)− z∗(k + 1)‖ ≤ (C.10)

ζNC

(
[ζNP + 2κ ξ(NP)] ‖z(k)− z∗(k)‖+ d

C0Ts +D0

µ
[ζNP + 2(1 + κ)ξ(NP)]

)
.

The convergence is thus proved if (8.11) is satisfied.
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Indeed, recursively applying (C.10) we get the following bound:

‖z(k)− z∗(k)‖ ≤ ηk1 ‖z(0)− z∗(0)‖+
k−1∑

`=0

ηk−`−1
1 η0 = ηk1 ‖z(0)− z∗(0)‖+1− ηk1

1− η1

η0

(C.11)

where we defined:

η1 = ζNC [ζNP + 2κ ξ(NP)] and η0 := ζNCd
C0Ts +D0

µ
[ζNP + 2(1 + κ)ξ(NP)].

If η1 ∈ (0, 1) then we have lim supk→∞ ‖z(k)− z∗(k)‖ ≤ 1
1−η1η0 and the thesis

follows. �

C.1.10 Proof of Corollary 8.5

The thesis follows by Lemma 2.11 when we apply Assumption 8.6 to Proposi-

tion 8.1. �

C.2 Proofs of chapter 9

C.2.1 Proof of Lemma 9.3

Our goal is to solve problem (9.7):

min
ri,e,rj,e

1

2(D − 1)

∑

e∈V

∥∥∥∥∥

[
ri,e

rj,e

]
−
[
yi

yj

]∥∥∥∥∥

2

(C.12a)

s.t. ‖ri,e − rj,e‖2 ≤ ζ2 ‖xi − xj‖2 (C.12b)

ri,e = ri,e′ ∀e, e′|i ∼ e, e′ (C.12c)

using the Peaceman-Rachford splitting (cf. Example 2.6).

Let ξξξ be the vector stacking all the ri,e, then problem (C.12) is equivalent to

min
ξξξ
ψ(ξξξ) + χ(ξξξ) (C.13)

where

ψ(ξξξ) =
1

2(`− 1)
‖ξξξ − y‖2 + ι(ξξξ) (C.14)
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and ι(ξξξ) =
∑

e∈V ιe(ri,e, rj,e), with ιe the indicator function imposing (C.12b),

and χ the indicator function imposing the “consensus” constraints (C.12c).

The problem can then be solved using the Peaceman-Rachford splitting (PRS)

characterized by the following updates h ∈ N:

ξξξh = proxρψ(zh) (C.15a)

vh = proxρχ(2ξξξh − zh) (C.15b)

zh+1 = zh + vh − ξξξh. (C.15c)

The proximal of χ corresponds to the projection onto the consensus space, and

thus can be characterized simply by

vhi,e =
1

`− 1

∑

e′|i∼e′

(
2rhi,e′ − zhe′,i

)
. (C.16)

Regarding the proximal of ψ, ψ is separable, in the sense that it can be written

as

ψ(ξξξ) =
∑

e∈V


 1

2(`− 1)

∥∥∥∥∥

[
ri,e

rj,e

]
−
[
yi

yj

]∥∥∥∥∥

2

+ ιe(ri,e, rj,e)


 . (C.17)

Therefore, the update (C.15a) can be performed by solving in parallel the prob-

lems

(ri,e, rj,e) = arg min
ri,e,rj,e





1

2(`− 1)

∥∥∥∥∥

[
ri,e

rj,e

]
−
[
yi

yj

]∥∥∥∥∥

2

+
1

2ρ

∥∥∥∥∥

[
ri,e

rj,e

]
− zhe

∥∥∥∥∥

2




s.t. ‖ri,e − rj,e‖2 ≤ ζ2 ‖xi − xj‖2 .

(C.18)

We remark that problems (C.18) are convex QCQPs in 2n variables and with one

constraint. �
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C.2.2 Proof of Lemma 9.4

The KKT conditions for (9.9) are

[
ri

rj

]
−
[
wi

wj

]
+ λ

[
ri − rj
rj − ri

]
= 0 (C.19a)

λ ≥ 0 (C.19b)

λ

(
1

2
‖ri − rj‖2 − b

)
= 0 (C.19c)

1

2
‖ri − rj‖2 − b ≤ 0. (C.19d)

Solving (C.19a) for ri, rj we get

[
r∗i
r∗j

]
=

1

1 + 2λ∗

([
1 + λ∗ λ∗

λ∗ 1 + λ∗

]
⊗ In

)[
wi

wj

]
, (C.20)

and we need to find an expression for the Lagrange multiplier λ∗.

Assume now that λ > 0, from (C.19c) this implies that we need to have
1
2
‖ri − rj‖2 − b = 0 and, using (C.20), this is equivalent to

1

2(1 + 2λ)2
‖wi −wj‖2 − b = 0.

This is quadratic equation in λ, with the larger solution being

λ =
1

2

(‖wi −wj‖√
2b

− 1

)
;

finally, we impose (C.19b) to guarantee non-negativity of λ which yields

λ∗ = max

{
0,

1

2

(‖wi −wj‖√
2b

− 1

)}
,

and the thesis is proven. �
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C.2.3 Proof of Lemma 9.5

By Lemma 9.3, at each iteration the PRS needs to solve the problems (9.8a),

which are D(D − 1)/2 QCQPs in 2n variables and with a single constraint. We

can see that these problems are independent of each other, and so that they can

be solved in parallel.

As proved in Lemma 9.4, QCQPs with one constraint admit a closed form

solution, which has a computational complexity of O(n). The remaining two

steps of PRS then require only vectors sums, and are again O(n).

To conclude, at each iteration the complexity is dominated by the need to solve

D(D−1)/2 1-constraint QCQPs, and so overall we have a complexity of O(D2n).

In the particular case of n � D, which is the typical scenario in practice, then

this complexity reduces to O(n). �
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Öktem. “Data-Driven Nonsmooth Optimization”. SIAM Journal on

Optimization 30.1 (Jan. 2020), pp. 102–131 (Cited on page 14).

[143] Regev Cohen, Michael Elad, and Peyman Milanfar. “Regularization by

Denoising via Fixed-Point Projection (RED-PRO)”. arXiv:2008.00226

[cs, eess] (Oct. 2020) (Cited on page 14).

[144] Jean-Christophe Pesquet, Audrey Repetti, Matthieu Terris, and Yves

Wiaux. “Learning maximally monotone operators for image recovery”.

SIAM Journal on Imaging Sciences 14.3 (2021), pp. 1206–1237 (Cited

on page 14).

[145] Tianlong Chen, Xiaohan Chen, Wuyang Chen, Howard Heaton, Jialin

Liu, Zhangyang Wang, and Wotao Yin. “Learning to Optimize: A Primer

and A Benchmark”. arXiv:2103.12828 [cs, math, stat] (July 2021) (Cited

on pages 14, 133).

[146] Shobha Venkataraman and Brandon Amos. “Neural Fixed-Point Accel-

eration for Convex Optimization”. 8th ICML Workshop on Automated

Machine Learning (AutoML). July 2021 (Cited on page 14).

[147] Harish G Ramaswamy and Shivani Agarwal. “Convex calibration di-

mension for multiclass loss matrices”. The Journal of Machine Learning

Research 17.1 (2016), pp. 397–441 (Cited on page 14).

[148] Jessie Finocchiaro, Rafael Frongillo, and Bo Waggoner. “Unifying Lower

Bounds on Prediction Dimension of Consistent Convex Surrogates”.

arXiv:2102.08218 [cs] (Feb. 2021) (Cited on page 14).

[149] Emilio Seijo and Bodhisattva Sen. “Nonparametric least squares esti-

mation of a multivariate convex regression function”. The Annals of

Statistics 39.3 (June 2011), pp. 1633–1657 (Cited on pages 14, 108).

[150] E. Lim and P. W. Glynn. “Consistency of Multidimensional Convex

Regression”. Operation Research 60.1 (2012), pp. 196 –208 (Cited on

page 14).

202



[151] Rahul Mazumder, Arkopal Choudhury, Garud Iyengar, and Bodhisattva

Sen. “A Computational Framework for Multivariate Convex Regres-

sion and Its Variants”. Journal of the American Statistical Association

114.525 (Jan. 2019), pp. 318–331 (Cited on pages 14, 108).

[152] Jose Blanchet, Peter W Glynn, Jun Yan, and Zhengqing Zhou. “Mul-

tivariate distributionally robust convex regression under absolute error

loss”. Advances in Neural Information Processing Systems 32 (2019),

pp. 11817–11826 (Cited on page 14).

[153] Andrea Simonetto. “Smooth Strongly Convex Regression”. 2020 28th

European Signal Processing Conference (EUSIPCO). Amsterdam: IEEE,

Jan. 2021, pp. 2130–2134 (Cited on pages 14, 108, 109, 112).

[154] Adrien B. Taylor, Julien M. Hendrickx, and François Glineur. “Smooth

strongly convex interpolation and exact worst-case performance of first-

order methods”. Mathematical Programming 161.1-2 (Jan. 2017), pp. 307–

345 (Cited on page 14).

[155] Franck Iutzeler and Julien M Hendrickx. “A generic online accelera-

tion scheme for optimization algorithms via relaxation and inertia”.

Optimization Methods and Software 34.2 (2019), pp. 383–405 (Cited on

pages 22, 157).

[156] Ernest K. Ryu, Robert Hannah, and Wotao Yin. “Scaled relative graphs:

nonexpansive operators via 2D Euclidean geometry”. Mathematical Pro-

gramming (June 2021) (Cited on page 22).

[157] Heinz H. Bauschke, Sarah M. Moffat, and Xianfu Wang. “Firmly Non-

expansive Mappings and Maximally Monotone Operators: Correspon-

dence and Duality”. Set-Valued and Variational Analysis 20.1 (Mar.

2012), pp. 131–153 (Cited on page 24).

[158] Pontus Giselsson and Stephen Boyd. “Diagonal scaling in Douglas-

Rachford splitting and ADMM”. 53rd IEEE Conference on Decision

and Control. Los Angeles, CA, USA: IEEE, Dec. 2014, pp. 5033–5039

(Cited on pages 27, 156).

203



[159] Ernest K. Ryu, Adrien B. Taylor, Carolina Bergeling, and Pontus Gisels-

son. “Operator Splitting Performance Estimation: Tight Contraction

Factors and Optimal Parameter Selection”. SIAM Journal on Opti-

mization 30.3 (Jan. 2020), pp. 2251–2271 (Cited on pages 29, 110).

[160] Florian A. Potra. “Q-superlinear convergence of the iterates in primal-

dual interior-point methods”. Mathematical Programming 91.1 (Oct.

2001), pp. 99–115 (Cited on page 31).

[161] Samuel N. Cohen and Robert J. Elliott. Stochastic calculus and applica-

tions. 2nd ed. Probability and its applications. New York: Birkhäuser,
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[166] Stéphane Boucheron, Gábor Lugosi, and Pascal Massart. Concentration

inequalities: a nonasymptotic theory of independence. 1st ed. Oxford:

Oxford University Press, 2013 (Cited on pages 35, 38).

[167] Kam Chung Wong, Zifan Li, and Ambuj Tewari. “Lasso guarantees for

β-mixing heavy-tailed time series”. Annals of Statistics 48.2 (2020),

pp. 1124–1142 (Cited on page 35).

204



[168] Andrzej Cegielski. Iterative methods for fixed point problems in Hilbert

spaces. Lecture notes in mathematics 2057. New York: Springer Verlag,

2012 (Cited on page 38).

[169] Roland Glowinski, Stanley J. Osher, and Wotao Yin, eds. Splitting

Methods in Communication, Imaging, Science, and Engineering. Scien-

tific Computation. Cham: Springer International Publishing, 2016 (Cited

on page 38).

[170] Martin J. Wainwright. High-Dimensional Statistics: A Non-Asymptotic

Viewpoint. 1st ed. Cambridge University Press, Feb. 2019 (Cited on

page 38).

[171] Chiping Tang and Philip K. McKinley. “Modeling Multicast Packet

Losses in Wireless LANs”. Proceedings of the 6th ACM International

Workshop on Modeling Analysis and Simulation of Wireless and Mobile

Systems. MSWIM ’03. New York, NY, USA: ACM, 2003, pp. 130–133

(Cited on page 43).

[172] Marco Todescato, Nicoletta Bof, Guido Cavraro, Ruggero Carli, and

Luca Schenato. “Partition-based multi-agent optimization in the pres-

ence of lossy and asynchronous communication”. Automatica 111 (Jan.

2020), p. 108648 (Cited on page 47).

[173] Ruggero Carli and Giuseppe Notarstefano. “Distributed partition-based

optimization via dual decomposition”. 52nd IEEE Conference on De-

cision and Control. Firenze: IEEE, Dec. 2013, pp. 2979–2984 (Cited on

page 47).

[174] M. Todescato, G. Cavraro, R. Carli, and L. Schenato. “A Robust Block-

Jacobi Algorithm for Quadratic Programming under Lossy Communica-

tions”. IFAC-PapersOnLine 48.22 (2015), pp. 126–131 (Cited on page 47).

[175] Tomaso Erseghe. “A Distributed and Scalable Processing Method Based

Upon ADMM”. IEEE Signal Processing Letters 19.9 (Sept. 2012), pp. 563–

566 (Cited on page 47).

205



[176] João F. C. Mota, João M. F. Xavier, Pedro M. Q. Aguiar, and Markus
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